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Abstract

In oxygen concentration sensing based on the physical phenomenon of luminescence, temperature plays a fundamental role since the quality of sensory information of the luminescence
signal is influenced dramatically by the temperature. It is crucial to measure the sensing material’s temperature accurately, with positionally precise and fast temperature measurements,
especially in very small-scaled sensors. In comparison with the conventional measurement
methods such as mathematical models and look-up tables, the problem of the measured
oxygen concentration has been addressed with novel hardware design and learning principles,
resulting in three contributions as follows in optical oxygen and temperature sensing with
machine learning algorithms.
Firstly, this Thesis presents a new sensing hardware design that is able not only to perform
measurements, but also to autonomously collect a very large dataset that can be used to train
a machine learning model that can then be used for inference. This makes the necessity of
having additional hardware for data collection obsolete.
Secondly, this Thesis shows how to extract oxygen concentration from the luminescence
measurements with single-task learning neural network architectures at a fixed temperature.
Overfitting and hyper-parameter tuning have been studied extensively in this case, as they
present themselves in a different form than in other situations.
Finally, thanks to multi-task learning architectures, this work demonstrates how to simultaneously extract oxygen concentration and temperature from the luminescence measurements.
This approach, working for a large range of temperatures and oxygen concentrations, reaches
an accuracy comparable to that of commercial sensors. Inference in this case is computationally very cheap and almost instantaneous, making this type of fast and accurate sensing
extremely attractive for the development of oxygen sensors.
This approach described in this Thesis has the potential to change the way in which
oxygen sensors are designed and built, making them simpler to build and more reliable in
demanding sensing conditions. Future research directions are in the areas of transfer learning,
to be able to reduce the data necessary for training models for new sensing scenarios, and
explainability to optimise the data collection process and the models.
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1
Introduction
Whereas humans can learn how to perform a task, computers must be programmed.
This difference has pragmatic consequences because programming is laborious
and error prone.
– M.L. Minsky and S.A. Papert, Perceptrons

1.1

Motivation

The determination of oxygen oncentration is of great interest in numerous areas including
medicine, biotechnology, and chemistry. Since oxygen plays an important role in many
processes, applications include biomedical imaging, packaging, environmental monitoring,
process control, and chemical industry, to mention only a few.
The main determination methods of oxygen concentration include iodometric titration
[1], electrochemical methods [2] and optical methods [2, 3]. Iodometric titration is a classical
chemical method. The method has a high accuracy but has a cumbersome detection procedure
and cannot be used for continuous online detection [4]. Electrochemical detection is the
most widely used, but has an important downside: it consumes oxygen and sensors need
complex and regular recalibration [5]. Thus, long-term measurements cannot be realized.
Optical oxygen sensors based on luminescence quenching principle are the most convenient
between the different sensor types for various aspects: they do not consume oxygen, can be
easily miniaturized, they require less maintenance and can perform continuous detection.
Unfortunately, this optical method has also disadvantages: it requires a separate measurement
of the temperature, making fast and positionally precise measurements difficult, and requires
a complex ad hoc calibration via multi-parameter mathematical models. Making significant
progress in optical sensing relying on material science has proven to be very challenging [6].
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Nonetheless scientific progress has of course occurred and a new generation of intelligent
sensors has been developed [7]. It is important to note that the term intelligent does not
refer to the use of machine learning algorithms, but to specific sensor’s abilities as being
able to perform self-diagnostics (for example giving the user information on when the last
calibration took place), self-testing (for example checking that specific electric signals are
present and in specified voltage or current ranges) and self-identification (the ability, when
connected to a another device, to give indication on name, model, serial number and so on)
[7]. To the best of the candidate’s knowledge no work on the application of machine learning
techniques to the measuring method of lumninescence quenching with optical sensors have
been published or are available. The papers submitted for this award are the first research
publications that use artificial neural networks (ANN) to extract oxygen concentration from
luminescence measurements.
The objectives of this research work were firstly to develop a new sensor design, based
on the luminescence quenching measuring principle, that would be able to extract the oxygen
concentration in a fast and positionally accurate manner, without the need of measuring the
temperature with additional sensors. Secondly, it was to lower the complexity in handling
and building optical sensors to make them cheaper and easier to build by integrating artificial
neural networks in the sensor software for oxygen concentration extraction.
The main challenges to be overcome to be able to reach the research goals can be divided
in two main areas: data availability and ANNs architecture design. Firstly, the ANNs
will need a large amount of data for training. The data should be representative of the
measurements used for inference and therefore the sensor itself needs to be able to collect a
large amount of data to be used for training of ANN models. Specific software and algorithms
need to be developed to add this capability to a prototype. The collected dataset used to train
the models should also include as many values as possible of the parameters to be predicted
(temperature and oxygen concentration). Thus, the granularity and range of temperature and
oxygen concentration values for the data collection need to be studied, tested, and defined.
Secondly, an appropriate ANN architecture needs to be found. The architecture needs to be
able to extract the oxygen concentration without using the temperature as an explicit input
parameter, making additional sensors for temperature obsolete.
This Thesis presents a new sensing hardware design that is able not only to perform
measurements, but also to autonomously collect a very large dataset that can be used to train
an ANN model. The software algorithm to perform this data collection was developed and
implemented during this research work. With the new proposed design, the collection of
a large and representative enough dataset that can be used to train ANNs is now possible.
ANN architectures that would be able to extract the oxygen concentration without using
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temperature as an explicit input parameter were extensively studied and researched, and
an optimal architecture based on multi-task learning was found and tested. Thanks to a
multi-task learning architectures, this work demonstrates how to simultaneously extract
oxygen concentration accurately without the need of knowing the temperature in advance,
by using exclusively luminescence measurements. This approach, working for a large
range of temperatures and oxygen concentrations, reaches an accuracy comparable to that
of commercial sensors. Inference in this case is computationally very cheap and almost
instantaneous, making this type of fast and accurate sensing extremely attractive for the
development of future oxygen sensors.

1.2

List of publications

Relevant publications for the award of the degree include two books (I and V) and 6 peerreviewed published papers (II, III, IV, VI, VII, VIII). Below follows the complete list of the
publications submitted for the award of the degree. Those papers are referenced to in this
Thesis by their Roman numerals.
I Applied Deep Learning - A Case-Based Approach to Understanding Deep Neural
Networks
Michelucci, U., Apress Media, LLC: New York, NY, USA, 2018; ISBN 978-1-48423789-2.
II Optical Oxygen Sensing with Artificial Intelligence
Michelucci, U.; Baumgartner, M.; Venturini, F. . Sensors 2019, 19, 777.
III New approach for luminescence sensing based on machine learning
Francesca Venturini, Michael Baumgartner, Umberto Michelucci, Proc. SPIE10937,
Optical Data Science II, 109370H (1 March 2019); doi:10.1117/12.2508969
IV Multi-Task Learning for Multi-Dimensional Regression: Application to Luminescence Sensing
Michelucci, U.; Venturini, F. Appl. Sci. 2019, 9, 4748.
V Advanced applied deep learning: convolutional neural networks and object detection
Michelucci, U., Apress Media, LLC: New York, NY, USA, 2019; ISBN 978-1-48424975-8
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VI Dual oxygen and temperature sensing with single indicator using multi-tasklearning neural networks
Venturini, F., Michelucci, U. and Baumgartner, M., 2020, April. In Optical Sensing
and Detection VI, 11354, p. 113541C. International Society for Optics and Photonics.
VII Dual Oxygen and Temperature Luminescence Learning Sensor with Parallel Inference
Venturini, F.; Michelucci U., Baumgartner, M.; Sensors 2020, 20(17), 4886

VIII New Autonomous Intelligent Sensor Design Approach for Multiple Parameter
Inference
Michelucci, U.; Venturini, F., Eng. Proc. 2021, 2, 96
Below the candidate’s contributions for papers III, VI and VII are described.
Paper III Candidate’s contributions: original idea, problem formulation, analysis, ideation,
data analysis, data preparation, software development, model development, training
and hyperparameter tuning, results analysis, results interpretation, writing of paper
sections related to machine learning, results and conclusions, figure preparation.
Paper VI Candidate’s contributions: original idea, problem formulation and ideation for explainability analysis, ideation, data analysis, data preparation, software development,
model development, training and hyperparameter tuning, results analysis, results interpretation, writing of paper sections related to machine learning, results and conclusions,
figure preparation.
Paper VII Candidate’s contributions: original idea, design and development of the algorithm
described in Figure 1, design of dataset parameters ranges to be measured, ideation,
definition and discussion of error limited accuracy metric described in Section 2.4,
data analysis, data preparation, software development, model development, training
and hyperparameter tuning, results analysis, results interpretation, writing of paper
sections related to machine learning, results and conclusions, figure preparation.

1.3

Thesis structure

The thesis starts in Chapter 2 with a theoretical overview of the measurement principle:
phosphorescence. In this chapter, the experimental setups for oxygen sensing and the datasets
used in this work are described in detail. In Chapter 3, the contributions and results of
this Thesis related to single-task learning for the extraction of oxygen concentration are
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discussed. Followed in Chapter 4 by the contributions and results related to multi-task
learning for oxygen concentration and temperature simultaneous extraction. Finally, in
Chapter 5 conclusions and new research directions are discussed. Appendix C contains the
published version of the papers submitted for the award of this title.

1.4

Academic Statement for the submission for the award
of a PhD by publications

All academic work presented by the candidate for the award of a PhD by publications was
performed in Dübendorf, Switzerland. All material is completely original. All contributions
described in this Thesis and the submitted papers were obtained entirely by the candidate.
The support of the co-authors is limited to the hardware setup design (Prof. Venturini), access
to the laboratory where the measurements were performed and support during the long data
acquisition phase (Mr. M. Baumgartner). The work was performed on the candidate’s own
personal time and no copyright or conflict of interest is present. The computing hardware
used for this research work was the candidate’s own property and was programmed entirely
by himself. The books submitted were written entirely by the candidate and all content is
completely original.
The narrative that pulls the publications together as a whole describes an important
contribution that is the result of three years of independent research work done by the
candidate.

2
Oxygen and Temperature Sensing Design
and Datasets
If you are not completely confused by quantum mechanics, you do not understand
it.
– John Wheeler

2.1

Introduction and problem description

This Chapter concerns itself with the problem of creating a large enough dataset to train
efficiently ANNs. The data should be representative of the measurements that will be used
for inference, and thus the sensor itself must be able to collect a large amount of data that
then can be used to train the ANN models.The collected dataset used to train the models
should include many possible values of temperature and oxygen concentration (the quantities
to be predicted). Thus, granularity and range of temperature and oxygen concentration values
must be studied, tested, and defined. Firstly, since at the beginning of this research work
the hardware setup was not able to collect a large enough dataset autonomously, a synthetic
dataset was created to test what performance could be achieved with ANNs. The synthetic
dataset creation is rather elaborate and is described in details in Paper II. The dataset is
used extensively in Paper IV to study the performance of multi-task learning neural network
architectures and compare it with multi-input-single-output feed-forward fully connected
neural networks.
To create a real dataset (not synthetic), an algorithm was designed as a basis for software
that could drive the hardware setup to achieve a large enough data collection, as described in
Paper VII. With the software in place, a dataset could be created with only measurements,
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also described in detail in Paper VII. Paper VIII presents a general discussion of how the
different sensor’s parts described in this work (hardware, ANN model, datasets) are linked
together.
This Chapter describes briefly the measurement principle, since it is needed for the
synthetic dataset creation, and the two datasets (synthetic and real) in more detail. At the
end, the concept of "autonomous intelligent sensor" is defined and discussed.

2.2

Luminescence and its application to oxygen concentration measurement

Generally, with the word luminescence, one intends the emission of light from any substance
from electronically excited states [8]. In luminescence processes, a substance can be brought
to a higher energy state by shining light on it. The absorbed light is then re-emitted, typically
with a different wavelength and phase. This process is called luminescence.
Typically measurements are done in what is called the "frequency-domain." Or in other
words, by exciting a sample with light that is intensity-modulated. When this happens, the
emitted light is modulated at the same frequency; however, its amplitude changes (due to
interactions) and its phase is shifted due to the decay time (it takes some time for the sample
to emit light after the excitation) [8]. A visual explanation of the phase shift is visualised in
Figure 2.1.

2.3

Application to oxygen measurement and quenching

Oxygen is used by almost all living organisms on earth. Therefore, it plays an incredibly
important role in many processes, for example, in biology and medicine, just to mention the
two most known [8, 2, 9]. Therefore it should be expected that measuring the content of
oxygen plays a major role in many fields.
The term quenching refers to a process that decreases the luminescence intensity of a
sample. One of the main processes responsible for quenching is the collision of O2 molecules
with the molecule responsible for the luminescence [8]. Due to collisions, the transitions
between excited and ground state may happen without the emission of photons. Therefore,
the intensity of the luminescence and decay time will be reduced [8, 2, 10]. In the most
simplified model, the concentration of oxygen indicated by [O2 ] is given by the Stern-Volmer
equation
I0
= 1 + KSV [O2 ]
(2.1)
I
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Intensity

Phase
ϕ
Excit. Emis.

Time
Figure 2.1: Excitation and emission waves. The Phase φ is an indirect measurement of the
time decay. The blue light is the excitation light, and the red one the phosphorescence.
where I and I0 are the emission intensities in the absence and presence of oxygen, respectively
[2, 8]. KSV is called the Stern-Volmer constant. Such a linear relationship is rarely observed
due to many factors as
• instability of light source;
• inhomogeneities in the optical elements used;
• drifts in detector measurements or sensitivity;
• aging of probes;
• non homogeneous probes;
• background and stray light;
• unwanted effects from the electronic components.
The so-called two-site model [8] approximation is often used to try to compensate for some
of the above-mentioned effects
I
f
1− f
=
+
.
I0 1 + KSV,1 [O2 ] 1 + KSV,2 [O2 ]

(2.2)
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Where f and 1 − f represent the intensity fractions for the two components [11, 12] and
should be constants. KSV,1 , and KSV,2 are two parameters that, according to theory [8], should
depend only on temperature1 . But even with this slightly more complex analytical model,
Equation (2.2) does not describe the experimental results observed. From the measurements
we performed during this work, it is clearly visible (an example is reported in Figure 2.3)
how the quantities f , KSV,1 and KSV,2 depend strongly on many parameters as, for example,
from the excitation light frequency (Paper II). Although it is not visible in Figure 2.3, we also
observed strong temperature dependence of those constants, including f . It is important to
note that those dependencies change dramatically by changing sensors, sensing elements, the
glue used, electronics, light source, etc. Therefore a correct way of writing Eq. (2.2) would

0.03
KSV2 (ω, T = 45 ∘ C∘

KSV1 (ω, T = 45 ∘ C∘

0.12

f (ω, T = 45 ∘ C∘

0.75
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Figure 2.2: Dependence of the parameters f , KSV,1 (in the figure KSV1 ) and KSV,2 (in the
figure KSV2 of Equation (2.2) from the angular frequency of the modulation at a temperature
of T= 45◦ C. Dots: measured data; solid line: spline approximation. Figure taken from Paper
II.

be the following
I(ω, T, [O2 ])
f (ω, T )
1 − f (ω, T )
=
+
I0 (ω, T, [O2 ] = 0) 1 + KSV,1 (ω, T )[O2 ] 1 + KSV,2 (ω, T )[O2 ]

(2.3)

The experimental setup used in this Thesis was able to measure the phase shift θ of the
phosphorescence, as described in the previous sections. Under certain approximations (Paper
II) we can link the measured quantity θ with Eq. (2.2):
I(ω, T, [O2 ])
tan θ (ω, T, [O2 ])
=
I0 (ω, T, [O2 ] = 0) tan θ (ω, T, [O2 ] = 0)

1 Those

(2.4)

two parameters are related to how the collisions with oxygen are effective. At a higher T , the oxygen
molecules tend to move faster, making collisions more likely.
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where θ (ω, T, [O2 ]) is the phase shift of the luminesce signal. Using Eq. (2.4) and measuring
θ (ω, T, [O2 ]), one can then calculate the ratio
I(ω, T, [O2 ])
.
I0 (ω, T, [O2 ] = 0)

(2.5)

Defining the quantity
r(ω, T, [O2 ]) ≡

tan θ (ω, T, [O2 ])
tan θ (ω, T, [O2 ] = 0)

(2.6)

we can finally write
f (ω, T )
1 − f (ω, T )
r(ω, T, [O2 ]) =
+
|
{z
}
1 + KSV,1 (ω, T )[O2 ] 1 + KSV,2 (ω, T )[O2 ]

(2.7)

measured quantity

Note that, as noted in Eq. (2.7), r(ω, T, [O2 ]) is measured experimentally.

2.4

Synthetic dataset description

The generation details of the synthetic dataset are described in detail in Paper II. The dataset
was generated with Eq. (2.7) after having measured the constants ( f (ω, T ), KSV1 (ω, T ), and
KSV2 (ω, T ) that appear in Eq. (2.7)) for various values of the excitation frequency ω and
temperature T .
When using this dataset the input to the neural network will be an array of 16 real values,
namely r(ω, T, [O2 ]) evaluated at a discrete set of sixteen ωi , with i = 1, ...16 (those values
were chosen as a balance between ease of measurement process, and number of different
values). The dataset is described in table 2.1.
Table 2.1: Synthetic dataset description
Characteristics
Temperature of validity
Dataset size
Number of features

Information
45 ◦C
25000
16

Therefore the input to the neural network is made of 25000 arrays, each being
(r(ω1 , T, [O2 ] j ), r(ω2 , T, [O2 ] j ), ..., r(ω1 6, T, [O2 ] j ))

j = 1, .., 25000

(2.8)
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To facilitate the implementation in the programming language Python, it is advantageous
for the parameters f (ω, T ), KSV1 (ω, T ), and KSV2 (ω, T ) to be functions defined on a
continuous domain rather than on a discrete number (sixteen) of modulation frequencies. For
this purpose, a spline of the third order using the function interp1d from the package scipy
[13] of the programming language Python was implemented. The synthetic data consists of
observations using oxygen concentration values uniformly distributed between 0 % air and
100 % air and a temperature of 45◦C.
Next, these data are split randomly in a training dataset Strain containing 80 % of the data,
used to train the network, and a development dataset Sdev containing 20 % of the data, used
to test the network’s generalization when applied to unseen data.
Please note that in the following, the concentration of oxygen is being given in % of
the oxygen concentration of dry air and indicated with % air. This means that 100 % air
corresponds to 20 % vol O2 . This dataset was extensively studied with different neural
network architectures in papers II, III and IV.

2.5

Measured dataset description

To get data without relying on any assumption (in other words, on a mathematical model) a
large training dataset was created by measuring the data with the sensing hardware itself.
The large amount of data needed for the training and test of the neural network was
acquired using an automated acquisition program written using the software LabVIEW by
National Instruments using the same sensing design described previously (Paper VII).
The measured dataset consists of 189000 arrays, each being composed of 50 measured
phase shift values (between 200 Hz and 15 kHz). During this research, two different
normalization methods were tested (see below). The dataset characteristics are summarised
in Table 2.2.
Table 2.2: Measured dataset description
Characteristics

Information

Number of features
50
Dataset size
189000
Temperatures measured 5,10,15,20,25,30,35,40,45 ◦C
Normalisation Methods
2
It is worth noting that in Paper VII the phase shift was directly used as input to the neural
network model, instead of its tangent (as in Paper II with the synthetic dataset). As mentioned
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at the beginning of this section, two different normalisations were applied. In one case the
measured phase shift was divided by 90. Here, the input to the neural network can be written
as


θ (w1 ) θ (w2 )
θ (w50 )
θs =
,
, ...,
(2.9)
90
90
90
where wi are the 50 values of the angular modulation frequency of the excitation light.
The second normalisation was achieved by dividing the measured phase shift by the value
of the measured phase shift without oxygen quenching (indicated here with θ0 (wi )). Here,
the input to the neural network can be written as
θn =



θ (w1 ) θ (w2 )
θ (w50 )
,
, ...,
θ0 (w1 ) θ0 (w2 )
θ0 (w50 )



(2.10)

This dataset was extensively studied with different neural network architectures in papers
VII and VIII.

2.6

Differences between synthetic and measured dataset

The main differences between the two datasets can be summarized in table 4.2.
Table 2.3: Differences between synthetic and measured dataset
Feature
Temperatures available
Dataset size
Number of normalization methods

Synthetic Dataset

Measured Dataset

45 ◦C
25000
1

5,10,15,20,25,30,35,40,45 ◦C
189000
2

The fundamental difference lies in the fact that the measured dataset was created completely self-sufficiently from the sensor itself. No mathematical model of any kind came
into play in generating it. So no knowledge about the functional dependencies of the two
parameters [O2 ] and T on the inputs was assumed. The synthetic dataset was used to prove
that the machine learning algorithm could learn the necessary dependencies, while the second
one (the measured dataset) allowed us to prove that a real sensor that uses neural networks
for prediction could be actually built.
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Autonomous Intelligent Sensor

The main goal of this work was to research and test an approach to build a sensor that did not
need any knowledge about the measurement principles in the form of a mathematical model.
Many factors make such modelling incredibly challenging and sometimes impossible. Here,
the term "Autonomous Intelligent Sensor", that describes the proposed new sensing design
approach is properly defined. This paradigm is the coronation of this research work, that was
summarized in details in Paper VII and in Paper VIII.
Machine learning is the study of algorithms that improves automatically by learning
from a set of observations. This involves three main components (Book I): data that have
(for supervised learning) or do not have (for unsupervised learning) labels, one (or multiple)
algorithm(s), and a type of optimiser (a second algorithm that updates the parameters of the
learning algorithms in an appropriate way). In this work, the concept of an Autonomous
Intelligence Sensor (AIS) is introduced. It expands the concept of machine learning (ML)
to include an experimental setup (a sensor) responsible for generating the training data
appropriately and autonomously to be used as training data set for an ML model. In an AIS,
the hardware and the algorithm work together to train a model that is tailored to the hardware
so that the two can work together.

3
Single-Task Learning for Oxygen
Concentration
Dicere enim bene nemo potest, nisi qui prudenter intelligit.
No one can speak well unless he thoroughly understands his subject.
– Marcus Tullio Cicero, Brutus VI., 23.

3.1

Introduction and problem description

One of the first problems that was addressed in this research work was the extraction of [O2 ]
at a fixed temperature. This was addressed with a multi-input-single-output feed-forward
fully connected network with multiple hidden layers (called in this work single-task neural
network architecture). The performance of the ANN was studied first in Paper II for a
single temperature and the synthetic dataset. In Paper III this analysis wasextended to
multiple temperatures to study the behaviour of the network’s performance with respect to
the temperature. Paper II and III also investigated the stability of the network’s performance
in various ranges of [O2 ]. As a result, a reduced performance at high [O2 ] values was
identified and addressed in Paper VII with multi-task neural network architectures.

3.2

Dataset

The dataset used with single-task learning architectures is the synthetic dataset described in
Section 2.4. To summarize it again, the input to the neural network is an array of 16 real
values, namely r(ω, T, [O2 ]) evaluated at a discrete set of sixteen ωi , with i = 1, ...16. The
dataset size is 25000.
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3.3

Single-task neural network architectures

In this section, I describe the single-task learning feed-forward neural networks architectures
that were used (Paper II). The single-task learning neural network considered is simply a
multi-input-single-output feed-forward fully connected network. In Figure 3.1 you can see a
schematic representation of a feed-forward neural network for single-task learning with L
layers, each having ni neurons, with i = 1, ..., L. All layers from layer 1 to layer L − 1 are
[k]
called hidden layers. The output a j of the ith neuron in layer k can be written as
[k]
aj

nk−1

=σ

∑

[k−1] [k−1]
wi, j a j
+ b[k−1]

i=1

!

(3.1)
[k]

where σ (z) = (1 + e−z )−1 is the sigmoid activation function, as depicted in Figure 3.1. wi, j is
the weights for the connection of neuron i in layer k and neuron j in layer k + 1. The output
of the hidden layers in neural networks represents the machine-readable data representations
learned from a given input dataset, therefore acting as feature engineered features that are
used by the subsequent layers for the predictions.
All the networks studied in this Thesis were trained with the back-propagation algorithm.

3.4

Results with single-task learning

To optimise the network architecture and investigate its results, the number of layers were
varied (between 1 and 3) as the number of neurons n̂ per layer (between 3 and 50) with a
grid search approach. The MAE (Mean Absolute Error), written in Equation (3.2) for the
oxygen concentration, was used as a single number metric to compare the models.
MAE[O2 ] =
[i]

1 N
[i]
[i]
|[O2 ]meas − [O2 ] pred |
∑
N i=1

(3.2)
[i]

In Equation (3.2) [O2 ]meas is the ith measured (or expected) oxygen concentration, [O2 ] pred
is the ith predicted (the output of the neural network) oxygen concentration and N is the
size of the dataset for which we are calculating the MAE. In Figure 3.2 you can see a
graphical overview of the results for increasing complexity of the network. The training
and development dataset were obtained by splitting randomly the dataset (indicated with S)
in 80% (indicated with Strain ) and 20% respectively (indicated with Sdev ). The test dataset
(indicated with Stest ) was made of measurements and not of synthetic data (Paper II).

17

3.4 Results with single-task learning
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neurons

σ

σ

neurons

Neuron with a sigmoid
Activation function

weight (connection between
Neurons i and j) in layer k

[k]

wi,j

Figure 3.1: A schematic depiction of a feed-forward neural network for single-task learning
with L layersas used in this Thesis, each having ni neurons, with i = 1, ..., L. All layers from
layer 1 to layer L − 1 are called hidden layers. The xi are the input features, with i = 1, ..., n.
The gray arrows indicates the connections between the neurons, and each arrow has a weight
associated with it, as depicted in the figure.
The MAE values evaluated on the three datasets Strain , Sdev and Stest are indicated with
MAEtrain , MAEdev and MAEtest respectively. As expected, the values of all three MAEs are
larger for neural networks with lower effective complexity, on the left of the plot, than for the
ones with higher complexity on the right of the plot, regardless of the dataset to which the
network is applied. This result reflects the fact that, if the network is not complex enough,
it does not perform well since it cannot learn the subtleties of the data. From Fig. 3.2, a)
and Fig. 3.2, b) can be noted that MAEtrain and MAEdev have similar behavior and assume
almost the same values, going to zero with increasing complexity. The reason for the error
going almost to zero is that both the training and development datasets contained synthetic
data generated by the same function, therefore without any experimental noise. In this work,
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with increasing complexity, the network will never go into an overfitting regime, since the
development dataset is a perfect representation of the training dataset. From a practical

Network Complexity ⟶
a)

0.3
0.2
0.1
0.0

b)

0.6

c)

MAEtest
% air

MAEdev
% air

MAEtrain
% air

0.3
0.2
0.1
0.0

0.5
0.⟶
1 layer
3 layers
3 layers
3 layers
3 layers
3 neurons 2 neurons ⟶ neurons 10 neurons 50 neurons

Figure 3.2: Mean absolute error of the network applied to different datasets for various
networks architectures: a) MAEtrain for training dataset, b) MAEdev for development dataset
and c) MAEtest for the test dataset. The complexity of the network increases left to right.
Figure taken from Paper II.
point of view, this makes choosing the best network quite easy, as it is sufficient to choose
the architecture that gives the smallest MAE and no check for overfitting is required. The
reason why MAEtest does not go to zero is twofold. First, Stest includes the experimental
measurements, which are affected by an experimental error. Since the neural network was
trained with synthetic data, it does not include such an error and will consequently always
have a certain deviation in predicting [O2 ]. Secondly and most importantly, the theoretical
model used to generate the synthetic dataset does not approximate the experimental data
sufficiently well, and therefore the synthetic dataset is different from the measurements.

3.5

Results for various oxygen concentrations

It is interesting to look at the dependence of the mean absolute error MAE on the oxygen
concentration. As an example, the absolute error predicted by a network with 3 layers with
each 10 neurons is shown in Fig. 3.3 for a network with 3 layers and 10 neurons. Each
point represent the absolute error of the predicted oxygen concentration for the inputs in the
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test dataset. As it can be seen from Fig. 3.3, the MAE is below 0.5 % air for low oxygen
concentrations, tends to increase with higher [O2 ] values and reaches its maximal value of 2
% air at 100 % air, indicating that the data generation procedure functions works worst at
100 % air.

3.0
Absolute Error (% air)

2.5
2.0
1.5
1.0
0.5
0.0

0

20

40
60
[O2] (% air)

80

100

Figure 3.3: Absolute error (AE) for various values of the oxygen concentration of the neural
network model prediction applied to the experimental data at the temperatures 45 ◦ C for a
network with 3 layers and 10 neurons. Figure taken from Paper II.
The origin of the strongest deviation for concentrations of 100 % air was investigated in
detail and found to be due to the approximation of the conventional model describing the
quenching of the luminescence, which was used to generate the synthetic training data. In
other words, the training was performed with synthetic data which do not approximate well
enough the experimental measurements. So the network learns from a dataset (Strain ) with
slightly different functional shape than the experimental dataset (Stest ). Thus, the absolute
error could be reduced using experimental measures as a training dataset, allowing to achieve
even better predictions of the oxygen concentration as discussed in Paper III.
This particular behaviour at high oxygen concentration is not specific to a certain temperature but can be observed over the entire temperature range. Figure 3.4 shows that the
machine learning approach works similarly for all measured temperatures, predicting the
oxygen concentrations below 100 % air with an absolute error below 1 % air and a median
absolute error of the order of 0.5 % air. The prediction of the concentration corresponding to
100 % air is shown in Figure 3.4 as a separate empty dot characterized by a higher absolute
error, around 2 % air, not dependent on the temperature.
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Figure 3.4: Performance of the neural network: absolute error distribution for different
concentrations calculated at the temperatures of 5 ◦ C, 15 ◦ C, 25 ◦ C, 35 ◦ C, and 45 ◦ C. The
absolute error corresponding to 100 % air is shown separately as circle. Figure taken from
Paper III.
From a theoretical point of view, a network with one layer can approximate any non-linear
function [14]. However, a network with more layers but fewer neurons in total may be able to
capture specific features of the data better and faster, that is with a smaller number of epochs
in the training. The analysis of the different network architectures performed in this work
supports these results. To reach the same value for the MAE with networks with one layer
requires 5 to 10 times more epochs for training. Consequently, it is much more efficient to
choose a network with more layers.

4
Multi-Task Learning for Oxygen
Concentration and Temperature

4.1

Introduction and problem description

The logical next step from a multiple-input-single-output feed-forward fully connected
network is a multiple-input-multiple-output network architecture. This would enable, by
design, the prediction of [O2 ] and T simultaneously. Since feed-forward neural networks are
universal approximators, such an architecture is in principle capable of predicting [O2 ] and T
with a high accuracy. However, from a practical point of view, finding the right architecture
(number of layers and neurons in each layer, for example) and successfully training the model
has proven to be laborious and difficult to perform successfully and efficiently. Multi-task
learning (MTL) architectures (explained in detail in Section 4.3) speed up the architecture
design process considerably and have proven to be extremely successful as demonstrated in
this research work (Paper IV). It is interesting to note that MTL architectures are simply a
particular type of multiple-input-multiple-output networks where some connections between
different parts were removed, thus reducing the mutual influence of different parts of the
neural network. Additionally in this work, MTL architectures were also used to study which
modulation frequencies are the most important for the training of neural networks (Paper VI).
A detailed discussion of the performance of MTL architectures with both the synthetic and
the real dataset can be found in papers IV and VII respectively.

22

4.2

Multi-Task Learning for Oxygen Concentration and Temperature

Datasets

In this chapter multi-task learning architectures was studied with both the synthetic dataset
(described in Section 2.4) and the measured dataset (described in Section 2.5). In the results
Section 4.5, it is clearly indicated with which dataset the results were obtained.

4.3

Fundamentals of multi-task learning

Multi-task learning is a machine learning technique in which multiple learning tasks are
solved at the same time, using commonalities and differences across tasks. This approach
may improve learning efficiency and prediction accuracy [15–18], although the possibility
of improvement depends on how the information is encoded in the data. In this work, MTL
architectures were applied, for the first time, to luminescence sensing. Note that in oxygen
sensing, luminescence data are dependent on two quantities, oxygen concentration and
temperature [2], which are typically very hard to extract separately.
An example of a simple MTL network architecture, which reflects the architecture later
used in this Thesis, is shown in Figure 4.1. This network consists of a series of common
hidden layers, followed by two branches, each composed of several task-specific hidden
layers. In the networks used in this Thesis, each neuron uses a sigmoid activation function
σ (z) = (1+e−z )−1 , analogously to the single task learning architectures described previously.
This kind of network, takes as input n real numbers (x1 , x2 , ..., xn ) and predictes two
real values indicated here generically with y1 and y2 . The layers marked in Figure 4.1 as
"common hidden layers" generate an output called shared representation." They are named
like this since their output is used to predict both y1 and y2 . The shared representation is then
the input of a set of "task-specific hidden layers" that learn how to predict y1 and y2 more
precisely. Note how the common hidden layers are shared with both the tasks of predicting y1
and y2 , while the task-specific hidden layers are specific to each task separately. During the
training phase, learning to predict y1 will influence the common hidden layers and therefore,
the prediction of y2 and vice-versa. The set of task-specific hidden layers will learn specific
features to each yi and, thus, improve their predictions.
Multiple cost functions Li with i = 1, ..., nT , with nT the number of tasks, are required
to use this network architecture (Book V). In the training phase a global cost function L,
defined as a linear combination of the task-specific cost functions with weights αi have to be
minimized
nT

L = ∑ αi Li .
i=1

(4.1)
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Figure 4.1: Example of an MTL network architecture with two tasks and two outputs. Figure
taken from Paper IV.

The parameters αi have to be determined with hyperparameter tuning to optimize the network
efficiency in the predictions. The global cost function used in this work can be written as
nT

L = ∑ αi
i=1

1
n

n

d

[ j]

∑ ∑ (yk

j=1 k=1

[ j]

− ŷk )2

(4.2)

where nT is the number of tasks; n is the number of observations in the input dataset; y[ j] ∈ Rd
is the measured value of the desired quantity for observation j, with j = 1, ..., n; ŷ[ j] ∈ Rd
is the output of the network, when evaluated on the jth observation and d is the number of
outputs of the network.
The networks in this work were trained by using the back-propagation algorithm.

4.4

Multi-task learning neural network architectures

In this work, three different MTL architectures were studied to determine the one that
performs the best in predicting at the same time the oxygen concentration and the temperature
of the sample (Paper IV). To make the comparison meaningful, the parameters, which are
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not architecture-specific, were not varied. The details of the architecture are described in the
next subsections.
In the three architectures investigated, the sigmoid activation function was used for all
neurons
1
σ (z) =
.
(4.3)
1 + e−z
The target variables yi were normalized to vary between 0 and 1. Thus, the sigmoid activation
function was used also for the output neurons.
To minimize the cost function, the optimizer Adaptive Moment Estimation (Adam) [19]
(for a detailed explanation on how the Adam optimizer works see Book I) was used. The
training was performed with a starting learning rate of 10−3 . The implementation was
performed using the Google TensorFlow™ library.
Three MTL architectures were studied in this Thesis. They have been indicated with
networks A, B and C. These are described in the next 3 subsections.

4.4.1

MTL network architecture A

The first type of neural network investigated has a feed-forward architecture, with an input
layer, three hidden layers, and an output layer with two neurons, one for [O2 ] pred and one
for Tpred . This architecture, labeled as Network A, is schematically shown in Figure 4.2.
The number of neurons of each hidden layer ni = n̂ is the same. To test the performance,

Figure 4.2: Architecture of the feed-forward network A. Figure taken from Paper IV.
hyperparameter tuning for the network A was performed by varying the number of neurons
in each of the four layers (n̂). The number of neurons that were tested is n̂ = 10, 30, 50, 80.
The results and comparison will be discussed in the results section.

4.4 Multi-task learning neural network architectures

4.4.2
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MTL network architecture B

The second network investigated can be seen in Figure 4.3. It consists of three common
hidden layers with 50 neurons each, with two branches, one with two additional task-specific
hidden layers used to predict [O2 ], and one branch without hidden layers used to predict both
[O2 ] and T at the same time. The number of neurons of each task-specific hidden layer is
5. The idea behind this network is to have a system that learns to predict [O2 ] well, thanks
to the further task-specific layers. The predicted T is not expected to be exceptionally good
since the common hidden layers must learn to predict [O2 ] pred and Tpred at the same time
(Paper IV). For this network, the global cost function weights used were α1 = 0.3 and α2 = 5
(Paper IV).

Figure 4.3: Architecture of the feed-forward MTL network B. Figure taken from Paper IV.

4.4.3

MTL network architecture C

The last studied network, found in Figure 4.4, consists again of three common hidden layers
with 50 neurons each, followed by three branches, two with each two additional task-specific
layers to predict [O2 ] and T , and then one without additional layers to predict [O2 ] and T at
the same time. The number of neurons of each task-specific hidden layer is 5, as in network
B (Paper IV). The global cost function weights used for the plots were α1 = 0.3, α2 = 5 and
α3 = 1. Those values were chosen after a hyperparameter tuning phase because they result
in the lowest MAEs as discussed in Paper VII.
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Figure 4.4: Architecture of the feed-forward MTL network C. Figure taken from Paper IV.

4.5
4.5.1

Results with multi-task learning
Multi-task learning results with synthetic data

The significance of MTL can be seen from Figure 4.5, which shows the boxplots for the
absolute errors (AE) for the three types of networks described earlier(A,B, and C).
As it can be seen from Figure 4.5, the error in the prediction of network B is similar to
that of network A. However, AE[O2 ] is significantly improved when using network C. The
additional branch in network C compared to network B clearly makes the predictions much
more accurate and, more importantly, much less spread around the median. The distribution
of the AE[O2 ] is better illustrated by plotting the Kernel Density Estimation (KDE) [20, 21]
(Figure 4.6). The results indicate that the distribution assumes much smaller values and is
peaked around zero for network C, in contrast with network A and B that have a quite wide
tail that propagates toward higher values, reaching values as high as 10 % air for network A
and 8 % air for network B. Finally, the results of the same analysis for the prediction of the
temperature are shown in Figure 4.7. Here the calculated AET for the same three networks is
shown as a box plot, where the median is visible as a red line. As it can be seen from Figure
4.7, AET is significantly reduced with network C. Although there are still outliers (remember
that in a boxplot the central box contains the 50% central groups of results), the predicted
temperatures are strongly concentrated around the median. These results indicate that the
prediction of the temperature is substantially improved when using network C.
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Figure 4.5: Absolute error in the prediction of the O2 concentration for the different concentration ranges using networks A, B, and C. Left: Network A with 50 neurons per hidden
layer; middle: network B, right: network C. Figure taken from Paper IV.
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Figure 4.6: Kernel density estimation for AE[O2 ] for networks A (left), B (middle), and C
(right). Figure taken from Paper IV.
The distribution of the AET using the KDE is shown in Figure 4.8. Thanks to the
additional task-specific hidden layer of the network C compared to network B, the KDE is
higher and peaked around zero, with practically no contributions above 5◦C.
In Table 4.1, taken from Paper IV, the results expressed as a single number (using the
mean absolute error as the metric) can be compared.
The results of Table 4.1 show that network A is not suitable to extract the two quantities
of interest at the same time with good accuracy, since it is not flexible enough. The reason
is that the two predicted quantities will depend on the same set of features generated by
the hidden layers of network A. When network A tries to learn better weights to predict,
for example, the temperature, these will, however, influence also the [O2 ] prediction and
vice-versa. Therefore, the common set of weights that are learned can not be optimized
for each quantity separately at the same time. The MTL network B tries to address this
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Figure 4.7: Absolute error in the prediction of the temperature using network A, B, and C.
Left: Network A with 50 neurons per hidden layer; middle: network B, right: network C.
Figure taken from Paper IV.
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Figure 4.8: Kernel density estimation for AET for networks A (left), B (middle), and C (right).
Figure taken from Paper IV.
problem with a separate branch task specific layers for [O2 ]. The tests show, however, that
this architecture is only marginally better for the prediction of [O2 ] and even worse for the
prediction of T . This is probably due to an insufficient flexibility of the network and shows
that even if only one parameter were of interest, e.g., [O2 ] one single additional branch is
not sufficient. A significant improvement is achieved with the MTL network C: the two
task-specific branches give the network the flexibility of learning a set of weights (the ones
in the branches) specific to each quantity, therefore achieving exceptionally good predictions
on both [O2 ] and T .

4.5.2

Multi-task learning results with measured data

After having proved the feasibility of the approach, the same analysis was done using the
measured dataset (Paper VII). With this dataset, only one MTL architecture (network C)
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Table 4.1: Summary of the performance of the three types of neural networks. Table taken
from Paper IV.
Network

MAE[O2 ]

MAE[T ]

Network A (n̂ = 30) 6.0 % air
Network A (n̂ = 50) 1.7 % air
Network A (n̂ = 80) 2.3 % air
Network B 1.5 % air
Network C 0.5% air

9.3 ◦C
3.3 ◦C
4.3 ◦C
6.5 ◦C
2.2 ◦C

was used. Figure 4.9 shows the results, this time presented as kernel density distributions
(KDE) of the absolute error results in various scenarios. The results for AE[O2 ] and AET are
shown in Figure 4.9 panels A, B respectively. The blue histogram shows the AE distribution
when using no-batch, the gray when using mini-batches of size 32. The KDE profiles
help to illustrate the features of the histogram. The effect of introducing mini-batches on
the performance is significant. The predictions distributions get much narrower, the mean
average errors decrease from MAE[O2 ] = 2.4% air and MAET = 3.6 ◦ C to MAE[O2 ] = 1.4%
air and MAET = 1.6 ◦ C. Although the performance is significantly improved, from Figure
4.9 panels A, B it can also be clearly seen that errors as high as approximately 5% air for
[O2 ] or 12 ◦ C for T are still possible.
Figure 4.9 panels C, D shows the effect of the training length. Here the comparison is
between prediction distributions with 20’000 and 100’000 epochs (always using a minibatch
of size 32), using the input observations θ s as defined in Equation (2.9). The effect of longer
training is a 0dramatic improvement in the performance. When the network was trained for
100’000 epochs, the mean average errors were reduced to only MAE[O2 ] = 0.22% air and
MAET = 0.27 ◦ C. Additionally, all predictions for [O2 ] lie below 0.94% air, and for T lie
below 2.1 ◦ C.
The results of Figure 4.9 panels C, D demonstrate two new findings: (1) with the proposed
approach, it is possible to predict both [O2 ] and T at the same time from the phase shift using
a single luminophore and a set of measurements; (2) the prediction has an expected error that
is comparable or below the typical accuracy of commercial sensors. The price to pay is that
the training of a network for 100’000 epochs requires approximately 5 hours on a 2.2 GHz
6-Core Intel Core i7, with 32 GB of RAM. No GPU acceleration was used.
In Table 4.2 a comparison of the results using a single number metric (MAE) is shown. It
is evident how a smaller mini-batch size and longer training result in smaller errors (as it is

30

Multi-Task Learning for Oxygen Concentration and Temperature

(A)

(B)

N

N
N

N

N

N

(C)

(D)

(E)

(F)

Figure 4.9: Distributions of the neural network C predictions for the oxygen concentration
(panels (A), (C) and (E)) and for the temperature (panels (B), (D) and (F)). In all panels the
normalized prediction distribution histogram (columns), the kernel density estimate KDE
of the distribution of the absolute errors AEs (solid line), and mean absolute errors MAEs
(dashed vertical line) are shown. Panels (A) and (B): Comparison between training using no
batches (NB) and using mini-batches (MB) with a batch size of 32 both trained for 20’000
epochs; the input of the network is θ s . Panels (C) and (D): Comparison between training
using mini-batches (MB) with a batch size of 32 for 100’000 and 20’000 epochs; the input of
the network is θ s . Panels (E) and (F): results with training using mini-batches (MB) with a
batch size of 32 for 20’000 epochs, and using the input of the network is θ n . Figure taken
from Paper VII.
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to be expected). Using θ n gives an even better result. The reason is that using
θn =



θ (w1 ) θ (w2 )
θ (w50 )
,
, ...,
θ0 (w1 ) θ0 (w2 )
θ0 (w50 )



(4.4)

As input, more information is encoded in the training data, namely how the system behaves
when no oxygen quenching is present (contained in θ0 (wi )). This additional information
makes the network give a better prediction. Unfortunately, this is almost impossible to
implement in a real sensor since this would require two measurements: one with and one
without quenching. The one with quenching cannot be performed at the same time and in the
same condition of the other. Thus, in a real sensor, only θ s can effectively be used as input.
Table 4.2: Summary of the performance of the sensor for different neural network models.
Table taken from Paper VII.
Input

Epochs/Batch size

MAE[O2 ]

MAE[T ]

θs
θs
θs
θn

20’000/no batch
20’000/32
100’000/32
20’000/32

2.4% air
1.4% air
0.22% air
0.13% air

3.6 ◦C
1.6 ◦C
0.27 ◦C
0.24 ◦C

The results obtained with θ s , 100’000 epochs, and a batch size of 32 are comparable with
those of commercial sensors. It is important to note that no mathematical model at all was
used.

5
Conclusions and Future Work
Whenever a theory appears to you as the only possible one, take this as a sign that
you have neither understood the theory nor the problem which it was intended to
solve.
– K. Popper
The goals of this research work were firstly to develop a new sensor design that would be
able to extract the oxygen concentration in a fast and positionally accurate manner, without
the need of measuring the temperature with additional sensors. Secondly, it was to lower
the complexity in handling and building optical sensors to make them cheaper and easier to
build by integrating artificial neural networks in the sensor software for oxygen concentration
extraction. To the best of the candidate’s knowledge no work on the application of machine
learning techniques to the measuring method of lumninescence quenching with optical
sensors have been published or are available. The papers submitted for this award present
the first research about on the use of artificial neural networks (ANN) to extract oxygen
concentration from luminescence quenching measurements.
The main challenges to reach the research goals are in two main areas: data availabilty
and ANNs architecture design. Firstly, the ANNs will need a large amount of data for
training. The data should be representative of the measurements and therefore the sensor
itself needs to be able to collect a large amount of data that then can be used to train the
ANN models. Specific software and algorithms were developed to add this capability to
a prototype. The granularity and range of temperature and oxygen concentration values
needed to train the ANNs were studied, tested, and defined. Secondly, an appropriate ANN
architecture was found. This architecture allowed to extract the oxygen concentration without
using the temperature as an explicit input parameter, making the need of additional sensors
for temperature obsolete.
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In this Thesis the challenges described were addressed with novel sensing design and
learning principles, resulting in three main contributions in luminescence sensing with
machine learning algorithms.
Firstly, this Thesis describes a new sensing hardware setup that is able not only to perform
measurements, but also to autonomously collect a very large dataset that can be used to train
a machine learning model that can then be used for inference. This setup is able, without
interaction, to collect a sufficiently large dataset that then can be used for training the neural
network models at the core of the setup. Measurements can be done in a large range of
oxygen concentrations and temperatures, resulting in a dataset that can be used for a large
number of use cases.
Secondly, this Thesis shows how to extract oxygen concentration from luminescence
measurements with single-task learning neural network architectures at a fixed temperature.
The trained models reach the accuracy of commercial sensors, without relying on any
mathematical model or look-up tables. Additionally, this Thesis shows how, with single-task
learning architectures, it is not necessary to know the exact value of the sample temperature
T to obtain an accurate oxygen concentration value. This solves the challenge that normally,
in commercial sensors, the exact value of T must be known to correct the sensor’s result.
Finally, thanks to multi-task learning architectures, this work demonstrates how to simultaneously extract oxygen concentration and temperature from the luminescence measurements.
This approach, working for a large range of temperatures and oxygen concentrations, reaches
an accuracy comparable to that of commercial sensors. Inference in this case is computationally very cheap and almost instantaneous, making this type of fast and accurate sensing
extremely attractive for the development of oxygen sensors. This makes positionally accurate
and fast temperature measurements completely unnecessary, therefore solving one of the
major challenges in oxygen sensing, namely, measuring fast and accurately the sensing
element’s temperature.
All published papers, submitted for this award, while individually making a significant
contribution to knowledge, collectively are a fundamental step forward in sensor science.
This work is completely original and presents a fundamental innovation in the way oxygen
concentration can be measured. The approach described in this work is not a small variation
of an existing approach, but a fundamentally new and original contribution. All parts of
the work are the result of the work of the candidate, from ideation to programming, from
analysis to paper writing. The ideas at the basis of the approach are the original work of the
candidate in their entirety.

5.1 Future Work
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The narrative that pulls the publications together as a whole describes an important
contribution that is the result of three years of research work independently done by the
candidate.

5.1

Future Work

Three promising developments of this research are worth mentioning: employing transfer learning techniques to reduce the measured dataset collection time, explainability and
methods on how to characterize sensors that base their predictions on neural networks.
Firstly, 65 hours were needed to collect all measured data necessary for training. This
amount of time would be again needed when changing the sensor components, or for
completely new sensors. However, let us suppose we have a second sensor, similar to the one
for which we have already gathered the entire measured dataset. For the second sensor we
would need to gather only a very limited number of measurements. These could be used with
transfer learning techniques to fine-tune the models trained for the first sensor. This approach
would make updating the machine learning model for multiple sensors much more efficient
and much less time expensive.
Secondly, a promising development of this research goes into the direction of explainability. For example, understanding which excitation frequencies are the most important for
the prediction would allow an optimisation of the data collection procedure, reducing the
necessary time.
Finally, new metrics to be able to characterize sensors based on neural networks are
required. A first step in this direction has already appeared in Paper VII. Generally, in a
commercial sensor, the maximum error quantifies the sensor’s performance and helps to
decide if the hardware is appropriate for a given application. Metrics used in neural network
research are useful for comparing the performance of different models but do not provide
much information on the maximum error a sensor reading will ultimately have in practice.
In Paper VII a new metric, called Error Limited Accuracy (ELA) and indicated with η was
introduced to address this challenge.
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Abstract: Luminescence-based sensors for measuring oxygen concentration are widely used in
both industry and research due to the practical advantages and sensitivity of this type of sensing.
The measuring principle is the luminescence quenching by oxygen molecules, which results in a
change of the luminescence decay time and intensity. In the classical approach, this change is related
to an oxygen concentration using the Stern-Volmer equation. This equation, which in most cases
is non-linear, is parameterized through device-specific constants. Therefore, to determine these
parameters, every sensor needs to be precisely calibrated at one or more known concentrations.
This study explored an entirely new artificial intelligence approach and demonstrated the feasibility
of oxygen sensing through machine learning. The specifically developed neural network learns
very efficiently to relate the input quantities to the oxygen concentration. The results show a
mean deviation of the predicted from the measured concentration of 0.5% air, comparable to many
commercial and low-cost sensors. Since the network was trained using synthetically generated data,
the accuracy of the model predictions is limited by the ability of the generated data to describe the
measured data, opening up future possibilities for significant improvement by using a large number
of experimental measurements for training. The approach described in this work demonstrates the
applicability of artificial intelligence to sensing technology and paves the road for the next generation
of sensors.
Keywords: artificial intelligence; neural network; machine learning; oxygen sensor; luminescence;
optical sensor; luminescence quenching; phase fluorimetry

1. Introduction
The determination of oxygen partial pressure is of great interest in numerous areas including
medicine, biotechnology, and chemistry. Since oxygen, or better dioxygen, plays an important role
in many processes, applications include biomedical imaging, packaging, environmental monitoring,
process control, and chemical industry, to mention only a few.
Different methods are used to determine oxygen concentration depending on the application.
Among these, optical methods are particularly attractive because they do not consume oxygen, and are
therefore reversible, have a fast response time, and allow a good precision and accuracy. Additionally,
optical sensors can be manufactured with small sizes, mounted on a fiber and allow therefore both
remote and in-situ measurements. An extensive review of optical methods for oxygen sensing and
imaging can be found in [1].
A well-known approach, successfully industrialized for several years, is based on the quenching
of luminescence by the oxygen molecules [2]. A dye molecule, also called here indicator, is embedded
in a matrix permeable for oxygen. Its luminescence is quenched due to the dynamical collisions with
oxygen. This process leads to a reduction by an amount which depends on the oxygen concentration
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of both the intensity and decay time of the luminescence [3–5]. An overview of commercially available
oxygen sensors based on luminescence quenching can be found in [6].
Sensors based on this principle rely on approximate empirical models to parameterize the
dependence of the sensing quantity (e.g., intensity or decay time) on influencing factors. In addition to
oxygen concentration, for example, temperature strongly influences the measurement, since both the
luminescence and the quenching phenomena are temperature dependent. Other factors impacting the
sensing quantity may be sensor specific and affected by the fabrication characteristics. These include,
for example, the quenching rate constant of the indicator and the solubility of oxygen in the matrix
which serves as a solvent for it. As a result, the characteristic is specific to the system used [7–12].
As described in detail in the next section, the conventional approach consists in using a complex
and frequently empirical multi-parametric model to calculate the oxygen concentration from the
sensing quantities. Additionally, hardware-related factors, due to for example mechanical and
optoelectronic tolerances, must be considered when implementing a luminescence-quenching scheme
for commercial applications. The complexity of the model depends on the accuracy and working
range that is sought. To reach the accuracy of commercial sensors [6], not only the dependence of the
oxygen concentration from the measured quantity has to be approximated analytically, but also the
non-linear dependence of these parameters from their influencing factors, e.g., temperature, has to be
included. This impacts on the requirements for the electronics performing the calculation. Frequently,
a compromise between accuracy, choice of the implementation microelectronic platform, costs and
rapidity of the measurements has to be made.
In this study, the application of a machine learning algorithm to luminescence quenching was
explored for the first time. To the best of the author’s knowledge, machine learning has been
applied to time-resolved luminescence data [13], but never to phase-fluorimetry based luminescence
sensing. The proposed novel approach consists in using a neural network, which learns to relate
the sensed quantities to an oxygen concentration value. This study explored but not exhausted the
possibilities of this approach. For example, the training of the neural network was performed with an
artificially-created training dataset due to the limited number of measurements available. Additionally,
temperature, which needs to be considered in luminescence measurements, was kept constant but
could be a parameter predicted by the neural network.
The best-performing network was identified through the study of different architectures and
hyperparameter tuning. The trained network was then applied to experimental data, to check its
generalization capacity when applied to unseen data. The analysis of the error in the prediction
of the oxygen concentrations showed that it was due to the synthetic training data, which were
calculated with an approximate analytical model. Using for the training dataset experimental data
would therefore reduce the absolute error that can be achieved with this approach. The present
study showed that, while the concept as implemented already achieves results comparable with many
high-concentration (up to air concentration) commercial sensors and compact sensors based on the
classical approaches [6,14], there is still the potential to improve its accuracy. The advantage of the
proposed approach is that the analytical model, and therefore its complexity, do not play a role. As long
as enough data are available to train the neural network, it will be able to the learn dependence of the
oxygen concentration from all parameters.
The paper is organized as follows. Section 2 describes analytical models for oxygen luminescence
quenching. Section 3 illustrates the experimental setup used for the experiments. The neural network
and its tuning are discussed in Section 4. The results are discussed in Section 5.
2. Theoretical Model for the Luminescence Quenching
Oxygen-quenching luminescence sensors are based on the decrease of the luminescence intensity
and decay time of the indicator as a function of O2 concentration. In the presence of molecular
oxygen, the luminescence of the indicator is quenched because of the radiationless deactivation process
due to the interaction of the indicator with molecular oxygen (collisional quenching). In the case of
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homogeneous media characterized by an intensity decay which is a single exponential, the decrease in
intensity and lifetime are both described by the Stern-Volmer (SV) equation [3,4]
I0
τ
= 0 = 1 + KSV · [O2 ]
I
τ

(1)

where I0 and I are the luminescence intensities in the absence and presence of oxygen, respectively;
τ0 and τ are the decay times in the absence and presence of oxygen, respectively; KSV is the
Stern-Volmer constant; and [O2 ] indicates the oxygen concentration.
In many practical applications, the indicator is embedded in a matrix or substrate, frequently a
polymer. In this case, the SV curve I0 /I ([O2 ]) deviates from the linear behavior of Equation (1) [1].
The deviation is attributed, for example, to heterogeneities of the microenvironment of the luminescent
indicator, or the presence of static quenching. To explain this behavior, several models have been
proposed. The simplest scenario involves the presence of at least two environments, in which the
indicator is quenched at different rates, often referred to as the multi-site, or for two sites the two-site,
model [15]. In this model, the SV curve is the sum of at least two contributions and written as
I0
=
I



f1
1 + KSV1 · [O2 ]

+

f2
1 + KSV2 · [O2 ]

 −1

(2)

where I0 and I, respectively, are the luminescence intensities in the absence and presence of oxygen,
f 1 and f 2 = 1 − f 1 are the fractions of the total emission for each component under unquenched
conditions, KSV1 and KSV2 are the associated Stern-Volmer constants for each component, and [O2 ]
indicates the oxygen concentration. Since f 1 + f 2 = 1, the following notation is used in this work:
f 1 = f and f 2 = 1 − f . A simplification of this model is that one of the sites is not quenched
and therefore the constant KSV2 is zero [9]. Although this model was introduced for luminescence
intensities, it is frequently also used to describe the oxygen dependence of the decay times [3,16].
Several other more complex models have been proposed [16–19] but are not discussed here.
The luminescence decay time determination is frequently preferable to intensity measurement
in sensor implementation because of the proved higher reliability and robustness, since it is not
affected by changes in the source intensity or detector sensitivity [4,20]. Two approaches can be
used to realize decay-time measurement: using a pulsed excitation (time domain) or modulating
the intensity of the excitation (frequency domain). The latter, also known as phase fluorimetry,
has the advantage of allowing very simple and low-cost realization and is widely used in commercial
applications. Therefore, it was chosen for this study. In this approach, the intensity of the excitation
light is modulated. The emitted luminescence light is also modulated but shows a phase shift θ due
to the finite lifetime of the excited state. For a single-exponential decay, the relation between these
quantities is
tan θ = ω τ
(3)
where ω is the angular frequency. The range of modulation frequencies to be chosen to determine the
intensity decay depends on the lifetimes. The useful modulation frequencies must be high enough so
that the phase shift is frequency dependent, but lower than the frequencies where the modulation is
no longer measurable.
In the multi-site model, the intensity decay curve is typically no longer a single-exponential decay,
even if the decay constant for all sites is the same due to, for example, site-dependent variations of
the oxygen diffusion rate [21]. A sum of two or more exponentials can well describe the experimental
response time of the system to a pulsed excitation [8,16]. In the case of a multi-exponential behavior,
there is not one single decay time and the relationship between phase shift and decay times must be
calculated through the sine and cosine transforms of the intensity decay and the analytical model
becomes significantly more complicated [4,20,22–24]. Inherent problems of this type of models are:
(1) they may lack relevant physical interpretation when it comes to describing the effect of quenching [8];
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and (2) calculating the oxygen concentration using a non-linear fit procedure to determine all the
parameters may become too complex for a robust solution, as required in a sensor.
In most industrial and commercial sensor applications, where the purpose is to calculate the
oxygen concentration, it is standard practice to relate the phase shift measured at a single frequency
to an apparent or average lifetime using Equation (3). Combining Equation (3) and assuming the
SV relation of Equation (2) to hold for the decay times, the phase shift and the oxygen concentration
results described by the approximate model
tan θ0
=
tan θ



f
1 + KSV1 · [O2 ]

+

1− f
1 + KSV2 · [O2 ]

 −1

(4)

where θ0 and θ, respectively, are the phase shifts in the absence and presence of oxygen, f and 1 − f
are the fractions of the total emission for each component under unquenched conditions, KSV1 and
KSV2 are the associated Stern-Volmer constants for each component, and [O2 ] indicates the oxygen
concentration. The quantities f , KSV1 , and KSV2 may result frequency dependent, an artifact of the
approximation of the model. Since the purpose of this work is to generate synthetic data to perform
the training of the neural network, the model of Equation (4) is chosen to describe the data, being as
simple as possible, and keeping in mind the limited physical meaning.
Another effect that should be included in the model is the temperature dependence of both the
unquenched and the quenched lifetimes. As a result, the parameters θ0 , KSV1 , and KSV2 should be
characterized by different temperature dependencies.
3. Experimental Setup
To determine the parameters for the synthetic data for the training of the neural network
and for the validation of the method, several luminescence measurements were performed under
varying conditions.
The sample used for the characterization and test is a commercially available Pt-TFPP-based
oxygen sensor spot (PSt3, PreSens Precision Sensing GmbH, Regensburg, Germany). To control the
temperature of the samples, these were placed in good thermal contact with a copper plate, in a
thermally insulated chamber. The temperature of this plate was adjusted at a fixed value between 0 ◦ C
and 45 ◦ C using a Peltier element and stabilized with a temperature controller (PTC10, Stanford
Research Systems, Sunnyvale, CA, USA). The thermally insulated chamber was connected to a
self-made gas-mixing apparatus, which enabled varying the oxygen concentration between 0% and
20% vol O2 by mixing nitrogen and dry air. In the following, the concentration of oxygen are given
in % of the oxygen concentration of dry air and indicated with % air. This means, for example, that
20% air corresponds to 4% vol O2 and 100% air corresponds to 20% vol O2 . The absolute error on the
oxygen concentration adjusted with the gas mixing device was estimated to be below 1% air.
The optical setup used in this work for the luminescence measurements is shown schematically
in Figure 1.
The excitation light was provided by a 405 nm LED (VAOL-5EUV0T4, VCC Visual
Communications Company, LLC, San Marcos, CA, USA), filtered by a an OD5 short pass filter
with cut-off at 498 nm (Semrock 498 SP Bright Line HC short pass, Semrock, Inc., Rochester, NY,
USA) and focused on the surface of the samples with a collimation lens (EO43987, Edmund Optics,
Tucson, AZ, USA). The luminescence was focussed by a lens (G063020000, LINOS, Qioptiq, Göttingen,
Germany) and collected by a photodiode (SFH 213 Osram, Opto Semiconductors GmbH, Regensburg,
Germany). To suppress stray light and light reflected by the sample surface, the emission channel was
equipped with an OD5 long pass filter with cut-off at 594 nm (Semrock 594 LP Edge Basic long pass,
Semrock, Inc., Rochester, NY, USA) and an OD5 short pass filter with cut-off at 682 nm (Semrock 682
SP Bright Line HC short pass, Semrock, Inc., Rochester, NY, USA). The driver for the LED and the
trans-impedance amplifier (TIA) are self-made. For the frequency generation and the phase detection
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a two-phase lock-in amplifier (SR830, Stanford Research Inc.) was used. The modulation frequency
was varied between 200 Hz and 20 kHz.

Lock-in

LED
Driver
LED
405nm

TIA

Filter
Lens

PD

Filter
Lens
Gas
mixer

Sample
Temperature
controller

Figure 1. Scheme of the optical experimental setup. Blue is the excitation, red the luminescence optical
path. PD, photodiode; TIA, trans-impedance amplifier.

4. Neural Network Approach
As described in Section 2, the intensity decay dependence from the relevant quantities,
oxygen concentration, temperature and modulation frequency, is quite complex. The approximated
mathematical models described in the literature invariably fail to cover all the details of the
measurement setup or sensor. To overcome the limitations of the classical methods, which are based
on theoretical models, this work proposes a new machine learning approach where the mathematical
description and the physical significance of the model describing the luminescence decay are irrelevant.
With the help of an optimized feed-forward neural network, the sensor learns to relate an input
measured quantity to an output quantity from a large number of examples. In other words, the sensor
can be considered as a black-box that transforms the input, the phase shift of Equation (4) measured at
several frequencies and a given fixed temperature, into an output, namely the oxygen concentration.
To better describe the method let us introduce the quantity
r (ω, T, [O2 ]) ≡

tan θ (ω, T, [O2 ])
tan θ (ω, T, [O2 ] = 0)

(5)

where the meaning of the symbol is the same as described before. The method consists in taking
a certain (possibly large) number m of measurements of the ratio in Equation (5) (this dataset is
indicated with S) at various known values of the frequency and for a set of values of the oxygen
concentration sampled from a uniform distribution in the range of interest and use it to train a
neural network. The proposed approach is radically different from the commonly used calibration
procedures. Usually, the oxygen concentration dependence on the phase shift is programmed in the
sensor firmware or in an electronic device as a parametric analytical model. The device-specific
parameters are then determined and stored through a calibration.
To demonstrate the feasibility of the approach, the authors used synthetic data for training since a
sufficiently large number of experimental data could not be acquired at the time of this work. The next
step will be the development of a laboratory setup with the ability to acquire a sufficiently large number
of data under varying conditions, e.g., oxygen concentration, modulation frequency, and temperature.
A further generalization, which would be possible with a larger set of data, is to extend the neural
network to give as output both oxygen concentration and temperature.
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In the next subsections, the overview of the method, the generation of the training data and the
details of the neural network model are described.
4.1. Overview of the Method
The schematic overview of the method used is shown in the flowchart of Figure 2. The approach
can be divided into the following steps:
(i)
(ii)
(iii)
(iv)
(v)
(vi)
(vii)

Acquire data for different values of frequency, temperature, and oxygen concentration.
Determine a numerical approximation, via interpolation, of the quantities KSV1 (ω ), KSV2 (ω ),
and f (ω ) at the chosen temperature T1 .
Create the dataset S with m synthetic measurements using the numerical approximation.
Split the dataset S into a training dataset Strain composed of 80% of the observations, and a
development Sdev dataset composed of 20% of the observations.
Train several neural network models on the artificial training dataset Strain .
Check for a high-variance (or overfitting) using Strain and Sdev datasets.
Apply the trained neural network model to the experimental dataset to predict the oxygen
concentration and comparison with the measured [O2 ] quantities.

The steps of the data generation are not essential to the method, but rather are necessary if the
availability of the experimental data is limited.

Figure 2. Schematic overview of the steps of the machine learning approach.

Sensors 2019, 19, 777

7 of 15

4.2. Analysis of the Raw Data and Numerical Approximation
The first step of the method (see Figure 2) consists in the acquisition of the data at a given
temperature for various modulation frequencies and oxygen concentrations. In this study, the ratio
defined in Equation (5) was measured at sixteen modulation frequencies, between 500 Hz and 16 kHz,
ten values of the oxygen concentration, between 0% air and 100% air, and five temperatures, between
5 ◦ C and 45 ◦ C. The measurements at frequencies lower than 500 Hz were not considered because of
the very small value the phase shift of Pt-TFPP assumes. Above 16 kHz the intensity of the modulated
light is significantly reduced, which results in higher noise in the phase. Therefore, those frequencies
were also not used in this study.
As an example, the phase shifts measured at a fixed modulation frequency of 6 kHz as a function
of the oxygen concentration are plotted as tan θ0 /tan θ in Figure 3 for two temperatures.

Temperature T=45 ∘ C
Temperature T=5 ∘ C

3.5
tanθ0 / tanθ

3.0
2.5
2.0
1.5
1.0

0

20

40

60

80

[O2] (% air)

100

Figure 3. Phase shift measured for modulation frequency 2πω = 6 kHz, at two different temperatures
(5 ◦ C and 45 ◦ C) as a function of the oxygen concentration.

The figure shows the typical dependence of the phase shift on two of the parameters at disposal,
oxygen concentration and temperature.
The frequency dependence of the phase shift is shown in Figure 4 for three different concentrations
for a fixed temperature of 45 ◦ C. As can be seen in the figure, the ratio tan θ0 /tan θ shows a
frequency dependence, which is stronger the higher the concentration is. This dependence is due
to the oversimplification of Equation (3), which is approximately correct in the absence of oxygen,
and therefore without quenching, but does not hold for higher concentrations.

4 % air
60 % air
100 % air

4.5
tanθ0 / tanθ

4.0
3.5
3.0
2.5
2.0
1.5
1.0

0

20

40
60
frequency (kHz)

80

100

Figure 4. Phase shift measured at three different oxygen concentrations at the temperature T = 45 ◦ C
as a function of the modulation frequency.
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The second step of the method (see Figure 2) consists in the determination of the best numerical
approximation of the parameters of the theoretical model. This step is required to generate a large
number of data for the training of the neural network. Ideally, as mentioned above, this step should be
replaced by a large number of experimental data, which were not available for this work. It is also to
be noticed that the physical meaning of equations and parameters used to generate the synthetic data
is not relevant and, therefore, is not discussed here.
For this purpose a numeric approximation for the functions f (ω, T ), KSV1 (ω, T ), and KSV2 (ω, T )
was determined by fitting the experimental data according to the model of Equation (4) via standard
non-linear fitting procedures. For simplicity, in this work, the temperature was kept constant during
the analysis.
4.3. Generation of Artificial Training Data
After the determination of the numerical approximation of the parameters, Equation (4) was used
to generate a large number of synthetic data for r (ω, T, [O2 ]), which are needed for the training of the
neural network (Step (iii) in Figure 2). To facilitate the implementation in the programming language
PythonTM , it is advantageous for the parameters f (ω, T ), KSV1 (ω, T ), and KSV2 (ω, T ) to be functions
defined on a continuous domain rather than on a discrete number (sixteen) of modulation frequencies.
For this purpose, a spline of the third order using the function interp1d from the package scipy [25] of
the programming language Python was implemented. The frequency dependence of the parameters
f (ω, T ), KSV1 (ω, T ), and KSV2 (ω, T ), as well as the spline used in the code, are shown in Figure 5.
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Figure 5. Dependence of the parameters of Equation (4) from the angular frequency of the
modulation: (a) f (ω, T ), (b) KSV1 , (c) KSV2 . Dots: result of the fit of the experimental data; solid
line: spline approximation used to generate the synthetic data.

The goal of the network is to predict the oxygen concentration from an array of values of
r (ω, T, [O2 ]) evaluated at a discrete set of sixteen ωi , with i = 1, . . . , 16, that have been used for
the measurements. Each array r = (r1 , r2 , . . . , r16 ) with ri = r (ωi , T, [O2 ] j ) and i = 1, . . . , 16 is called
[ j]

an observation in this paper. Each observation is indicated by a superscript [ j]. Thus, ri indicates
[ j]

[ j]

[ j]

r = r (ωi , T, [O2 ] j ) and r[ j] = (r1 , r2 , . . . , r16 ) = (r (ω1 , T, [O2 ] j ), . . . , r (ω16 , T, [O2 ] j )). An observation
corresponds to a specific value of the oxygen concentration.
The synthetic data consist of a set S of m = 5000 observations using oxygen concentration values
uniformly distributed between 0% air and 110% air. The value of 110% air was chosen since the neural
network predictions tend to be less good when dealing with observations that are close to a boundary.
The tests show that, having only observations for the training with [O2 ] < 100% air makes the network
predictions less accurate in the prediction for [O2 ] close to 100% air. A discussion of this effect can be
found in [26].
Next (Step (iv) in Figure 2), these data are split randomly into a training dataset Strain containing
80% of the data, i.e., 4000 observations, used to train the network, and a development dataset
Sdev containing 20% of the data, i.e., 1000 observations, used to test the generalization of the
network when applied to unseen data. For the validation, the neural network model is applied
to a test dataset, indicated with Stest , whose observations are the ten experimental measurements.
Finally, the predictions of the oxygen concentration are compared to the measured values.
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4.4. Neural Network Model
The true machine learning (Steps (v–vii) in Figure 2) starts with the neural network model.
The building block of the network used in this work is a neuron, which transforms a set of real
numbers given as inputs xi in an output ŷ using the formula
ŷ = σ

∑

number of inputs

wi x i + b

!

(6)

where wi are called weights, b is bias, and σ, which is called the activation function, is the sigmoid
function that has the analytical form
1
.
(7)
σ(z) =
1 + e−z
This is schematically depicted in Figure 6.

Figure 6. A schematically depicted neuron. It applies a non-linear transformation to the inputs with
the sigmoid activation function to obtain its output.

The architecture of the neural network of this work is shown schematically in Figure 7.

Figure 7. Architecture of the feed-forward neural network with L layers, each having a number
[ j]

of neurons ni . ri is the ith feature of the [ j]th observation; the output is the predicted oxygen
concentration [O2 ] pred .

The network includes a number of layers L, each with the same number of neurons ni .
The architecture in Figure 7 is of the type feed-forward, where each neuron in each layer gets as

Sensors 2019, 19, 777

10 of 15

input the output of all neurons in the previous layer before, and feeds its output to each neuron in the
subsequent layer.
A neural network model is made of three parts: the network architecture, described above
(Figure 7), the cost function J, and an optimizer. Training the network means finding the best weights
and bias of all neurons of the network (cf. Equation (6) for a single neuron) to minimize J. The optimizer
is the algorithm used to minimize the cost function. Since it is a regression problem, the cost function
J is taken to be the mean squared error, defined as the squared average of the absolute value of the
difference between the predicted oxygen concentration values and the expected ones. To minimize the
cost function, the optimizer Adaptive Moment Estimation (Adam) [27] was used. The implementation
was performed using the TensorFlowTM library.
To study the dependence of the results from the architecture of the network, a process called
hyperparameter optimization, both the number of layers L and the number of neurons per layer ni
were varied. For all the neurons the sigmoid function was taken as activation function. For the output
neuron, that has as output the predicted values [O2 ] pred , the function 110 · σ was chosen, since the
dataset contains training observations with [O2 ] up to 110% air. The predictions of the network are
then compared to identify the best architecture.
The metric used to compare results from different network models is the mean absolute error
(MAE), defined as the average of the absolute value of the difference between the predicted and the
expected or measured oxygen concentration. For example, for the Stest dataset
MAE(Stest ) =

1

|Stest | S∑

test

|[O2 ] pred − [O2 ]meas |

(8)

with |Stest | the size (or cardinality) of the dataset Stest . The further quantity used to analyze the
performance of the network is the absolute error (AE) of a given observation j, defined as the absolute
value of the difference between the predicted and the measured [O2 ][ j] value
[ j]

[ j]

AE[ j] = |[O2 ] pred − [O2 ]meas |.

(9)

5. Results and Discussion
To investigate the performance of the neural network, the architecture was varied by changing
the number of layers, between 1 and 3, and the number of neurons per layer, between 3 and 50.
The training was performed for all trials with batch gradient descent for 105 epochs and learning rate
of 0.001. The latter was chosen because of the fast convergence of the cost function. For each trial,
the MEA of Equation (8) was calculated. The result of the analysis is summarized in Figure 8.
As expected, the values of all three MAE are larger for neural networks with lower effective
complexity, on the left of the plot, than for ones with higher complexity, on the right of the plot,
regardless of the dataset to which the network is applied. This result reflects the fact that, if the
network is not complex enough, it does not perform well since it cannot learn the subtleties of the
data. In Figure 8a,b, it can be noted that the MAEtrain and MAEdev have similar behavior and assume
almost the same values, going to zero for increasing complexity. For the architectures studied in this
work, both MAEtrain and MAEdev reach a minimum of 0.012% air for the network with 3 layers and
50 neurons. The reason for the error going almost to zero is that both the training and development
datasets contained synthetic data generated by the same function, therefore without any experimental
noise. Typically, when training neural network models, it is important to check if we are in a so-called
overfitting regime. The essence of overfitting is to have unknowingly extracted some of the residual
variation (i.e., the noise or errors) as if that variation represented an underlying model structure [28].
In this work, with increasing complexity, the network will never go into such a regime, since the
development dataset is a perfect representation of the training dataset. This leads to almost identical
MAEtrain and MAEdev error values, regardless of the network architecture effective complexity.
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Network Complexity ⟶
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0.0
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Figure 8. Mean absolute error of the network applied to different datasets for various networks
architectures: (a) MAEtrain for training dataset; (b) MAEdev for development dataset; and (c) MAEtest
for the test dataset. The complexity of the network increases left to right.

The MAEtest (Figure 8c), on the other hand, shows a different behavior, rapidly improving from
the simplest architecture of one layer and three neurons, but then not further decreasing by increasing
the complexity of the neural network. In other words, as soon as the complexity of the network is
enough to approximate well the inverse function of Equation (4), the MAEtest stabilizes at a value of
approximately 0.5% air.
The reason MAEtest does not go to zero is twofold. First, Stest includes the experimental
measurements, which are affected by an experimental error. Since the neural network was trained
with synthetic data, it does not include such an error and will consequently always have a certain
deviation in predicting [O2 ].
Second and most importantly, the theoretical model of Equation (4) does not approximate the
experimental data sufficiently well, as illustrated in Figure 9. In the top panel, tan θ0 /tan θ measured
at a modulation frequency of 6 kHz and the temperature of 45 ◦ C is shown as a function of the
oxygen concentration together with the best fit using Equation (4). The residuals, calculated as the
difference between the fit and the measured data, are plotted in the bottom panel of Figure 9 and
show that the deviation of the measurement and model increases with higher oxygen concentration.
Therefore, the training performed with synthetic data has the disadvantage to lead to a network which
learns from a dataset with different functional shape (albeit not extremely so) than the test dataset.
This contribution to the MAEtest could be eliminated using experimental measures as a training dataset,
allowing thus to achieve even better predictions of the oxygen concentration than 0.5% air.
Fitting function
E perimental data

tan θ0 / tan θ
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1.5

1.0
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Residuals

0.00
−0.05

0
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Figure 9. (top) Phase shift measured at a modulation frequency of 6 kHz and at the temperature
of 45 ◦ C for various values of oxygen concentration (circles). The line is the fit obtained with the
Equation (4). (bottom) Residuals of the fit.
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These results are supported by the analysis of the dependence of the absolute error AE on the
oxygen concentration. As an example, the absolute error calculated as in Equation (9) is shown in
Figure 10 for a network with 3 layers and 10 neurons. As shown in Figure 10, the AE is below 0.5%
air for low oxygen concentrations, tends to increase with higher [O2 ] values and reaches its maximal
value of 2% air at 100% air. This is consistent with the deviations shown in Figure 9, indicating that the
fitting function works worst at 100% air.
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Figure 10. Absolute error (AE) of the neural network model prediction applied to the experimental
data at the temperatures 45 ◦ C for a network with 3 layers and 10 neurons.

The above mentioned observations are valid at all temperatures studied, as shown in Figure 11.
For each temperature, the absolute error is calculated for the available oxygen concentrations and
displayed as a box plot, where the median is visible as a red line.
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Figure 11. Absolute error (AE) distribution of the neural network model prediction applied to the
experimental data for different concentrations calculated at the temperatures of 5 ◦ C, 15 ◦ C, 25 ◦ C,
35 ◦ C, and 45 ◦ C for a network with 3 layers and 10 neurons.

For all temperature investigated, the median remains below 0.5% air for low oxygen
concentrations and the absolute error has a maximal value of 2% air at 100% air, plotted separately in
Figure 11 for clarity.
From a theoretical point of view, a network with one layer can approximate any non-linear
function [29,30]. However, a network with more layers but fewer neurons in total might be able to
capture specific features of the data better and faster, that is with a smaller number of epochs in the
training. The analysis of the different network architectures performed in this work supports these
results. To reach the same value for the MAE with networks with one layer requires 5–10 times more
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epochs for the training. Consequently, it is much more efficient to choose a network with more layers.
In this work, networks with architectures more complex than 3 layers and 50 neurons were also studied.
Since the MAEtest stabilizes already for simple architectures, as shown in Figure 8, an increase in the
complexity would not further improve the performance.
6. Conclusions
This work explored a new approach to optical luminescence sensing, proving that, to build an
accurate oxygen sensor, it is not necessary to implement complex non-linear pseudo-physical models
to describe the dependence of the measured quantity, here the phase shift, on the oxygen concentration.
The sensor-specific deviations from a simple SV model may be caused, for example, by the method for
the immobilization of the indicators in the substrate, or by luminescence from components typically
included in a sensor, such as absorption filters or glues. Therefore, to reach a high accuracy, the classical
approach requires empirically modeling the dependence of the parameters, f , KSV1 , and KSV2 , of the
inverted SV multi-site model from all the relevant influencing quantities, for example the temperature
or the modulation frequency. The resulting algorithms frequently are computationally intensive and
per-definition only an approximation. Furthermore, for a commercial solution, it is desirable for
the chosen parameterization to be valid for all sensors, with only a few parameters that need to be
determined during a device-specific calibration. This imposes higher requirements, and therefore costs,
on the device components, and may require further compromising on the accuracy. The proposed
artificial intelligence approach has the potential to overcome these limitations.
Several neural network architectures were tested, demonstrating that already networks with
rather simple structures can predict the oxygen concentration with a mean absolute error MAEtest of
0.5% air. By an analysis of discrepancies as a function of the oxygen concentration, it was possible
to identify the main contribution to the error. The results show that the absolute error AE increased
with increasing concentrations, going from well below 0.5% air at 30% air to a maximum of 2% air at
100% air. The main contribution to the AE was identified in the poor agreement of the conventional
model describing the quenching of the luminescence, which was used to generate the training data.
By performing the training on experimental data, this error is expected to decrease significantly.
This work paves the road to a new and completely different approach in sensor development.
Using artificial intelligence is not necessary to define any models with parameters to capture all
influencing factors. Once the sensor hardware is given, i.e., all optical, electronic, mechanical and
chemical components are assembled, a neural network can be trained to learn to predict one, or possibly
more, quantities of interests, in this work the oxygen concentration. The advantages of this approach
will impact positively, for example, on the scale-up in sensor fabrication because the requirements on
the hardware can be relaxed. The device-specific characteristics will be accounted for by the trained
neural network.
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Abbreviations
The following abbreviations are used in this manuscript:
SV
LED
TIA
Adam
MAE
AE

Stern-Volmer
Light-emitting diode
trans-impedance amplifier
Adaptive moment estimation
Mean absolute error
Absolute error
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Luminescence sensors are based on the determination of emitted intensity or decay time
when a luminophore is in contact with its environment. Changes of the environment, like
temperature or analyte concentration cause a change in the intensity and decay rate of the
emission. Typically, since the absolute values of the measured quantities depend on the
specific sensing element and scheme used, a sensor needs an analytical model to describe the
dependence of the quantity to be determined, for example the oxygen concentration, from
sensed quantity, for example the decay time. Additionally, since the details of this dependence
are device specific, a sensor needs to be calibrated at known reference conditions. This work
explores an entirely new artificial intelligence approach and demonstrates the feasibility of
oxygen sensing through machine learning. The new developed neural network is used for
optical oxygen sensing based on luminescence quenching. After training the neural network
on synthetic data, it was tested on measured data to verify the prediction of the model. The
results show a mean deviation of the predicted from the measured concentration of 0.5 %
air, which is comparable to many commercial and low-cost sensors. The accuracy of the
model predictions is limited by the ability of the generated data to describe the measured data,
opening up future possibilities for significant improvement by performing the training on
experimental data. In this work the approach is tested at different temperatures, showing its
applicability in the entire range relevant for biological applications. This work demonstrates
the applicability of this new approach based on machine learning for the development of a
new generation of optical luminescence oxygen sensors without the need of an analytical
model of the sensing element and sensing scheme.
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ABSTRACT

Luminescence sensors are based on the determination of emitted intensity or decay time when a luminophore is
in contact with its environment. Changes of the environment, like temperature or analyte concentration cause
a change in the intensity and decay rate of the emission. Typically, since the absolute values of the measured
quantities depend on the specific sensing element and scheme used, a sensor needs an analytical model to
describe the dependence of the quantity to be determined, for example the oxygen concentration concentration,
from sensed quantity, for example the decay time. Additionally, since the details of this dependence are device
specific, a sensor needs to be calibrated at known reference conditions. This work explores an entirely new
artificial intelligence approach and demonstrates the feasibility of oxygen sensing through machine learning. The
new developed neural network is used for optical oxygen sensing based on luminescence quenching. After training
the neural network on synthetic data, it was tested on measured data to verify the prediction of the model. The
results show a mean deviation of the predicted from the measured concentration of 0.5 % air, which is comparable
to many commercial and low-cost sensors. The accuracy of the model predictions is limited by the ability of
the generated data to describe the measured data, opening up future possibilities for significant improvement
by performing the training on experimental data. In this work the approach is tested at different temperatures,
showing its applicability in the entire range relevant for biological applications. This work demonstrates the
applicability of this new approach based on machine learning for the development of a new generation of optical
luminescence oxygen sensors without the need of an analytical model of the sensing element and sensing scheme.
Keywords: artificial intelligence; neural network; machine learning; oxygen sensor; luminescence; optical sensor;
luminescence quenching; phase fluorimetry

1. INTRODUCTION
The measurement of oxygen concentration is of great interest in many fields ranging from biomedical imaging,
environmental monitoring, process control, and chemical industry, to mention only a few. Among the different
optical methods, the quenching of luminescence by the oxygen molecules is an established method both for
laboratory and for industrial sensors.1, 2
A dye molecule, called in this work indicator, is embedded in a matrix permeable to oxygen. Its luminescence
is quenched due to the dynamical collisions with molecular oxygen. This process leads to a reduction by an
amount which depends on the oxygen concentration of both the intensity and decay time of the luminescence.3–5
The luminescence quenching measurement principle has been succesfully commercialized since several years and
has replaced other oxygen sensing technologies.6
Sensors based on luminescence quenching are based on an empirical and often only approximate multiparametric model to capture the dependence of the sensing quantity (e.g., intensity or decay time) on influencing
factors. These include, for example, the temperature, which strongly influences both the luminescence and the
quenching mechanism, the quenching rate constant of the indicator, or the solubility of oxygen in the matrix
which serves as a solvent for it. The resulting analytical model is therefore highly specific of the system used.7–10
This specificity and variations due to hardware-related tolerances are usually accounted for by a device-specific
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calibration. Therefore, the complexity of the model, the lengthy calibration, and the potential changes during
the application in the field, possibly neglected in the model, make an alternative approach highly interesting.
This work explores a new machine learning approach based on the development of a neural network model
which learns to relate the sensed quantities to an oxygen concentration value. To the best of the author’s
knowledge, machine learning was never applied to phase-fluorimetry based luminescence sensing, only to timeresolved luminescence data.11 Due to the lack of enough experimental data the training was performed with
an artificially-created training dataset. The results show that the current network already achieves results
comparable with many high-concentration commercial and compact sensors based on classical approaches.6, 12
In this work the robustness of the approach at different temperatures was investigated to test the feasibility
for field applications. Potential for improvement is also identified, showing how this approach may allow a new
generation of sensors.

2. MODEL FOR OXYGEN SENSING VIA LUMINESCENCE QUENCHING
The measurement of the oxygen concentration is performed thanks to the change of the luminescence intensity
and decay time of a specific indicator in presence of O2 . The collision of the indicator with molecular oxygen act
as a radiationless deactivation process resulting in a quenching of the luminescence. In the case of homogeneous
media characterized by an intensity decay which is a single exponential, the decrease in intensity and lifetime
are both described by the Stern-Volmer (SV) equation3, 4
τ0
I0
=
= 1 + KSV · [O2 ]
(1)
I
τ
where I0 and I, respectively, are the luminescence intensities in the absence and presence of oxygen, τ0 and τ
the decay times in the absence and presence of oxygen, KSV the Stern-Volmer constant and [O2 ] indicates the
oxygen concentration.
In many cases when the indicator is embedded in a substrate, the SV curve does not display a linear behavior
as in equation (1).1 Possible reasons may be, for example, heterogeneities of the micro-environment of the
luminescent indicator, or the presence of static quenching. To describe this behavior a common model is the
multi-site, or for two sites the two-site model,13 in which the the SV curve is the sum of at least two contributions,
characterized by different quanching rates, and written as

−1
I0
f1
f2
=
+
(2)
I
1 + KSV 1 · [O2 ] 1 + KSV 2 · [O2 ]
where I0 and I, respectively, are the luminescence intensities in the absence and presence of oxygen, f1 and
f2 = 1 − f1 are the fractions of the total emission for each component under unquenched conditions, KSV 1 and
KSV 2 are the associated Stern-Volmer constants for each component, and [O2 ] indicates the oxygen concentration.
Since f1 + f2 = 1, the following notation will be used in this work: f1 = f and f2 = 1 − f . Although this model
was introduced for luminescence intensities, it is frequently also used to describe the oxygen dependence of the
decay times.
The measurement of the luminescence decay time can be conveniently and cost-effectively realized in the
frequency domain by modulating the the intensity of the excitation. In this method, also known as phase
fluorimetry, the emitted luminescence light is also modulated but shows a phase shift θ due to the finite lifetime
of the excited state. For a single-exponential decay, the relation between these quantities is
tan θ = ω τ

(3)

where ω is the angular frequency and τ is the luminescence decay time. For a multi-exponential intensity decay,
is not meaningful to define a single decay time and the relationship between phase shift and decay times must
be calculated through the sine and cosine transforms of the intensity decay.4, 14–17 However, to overcome the
eccesive complexity of an implementation, it is typical to introduce an apparent decay time and to relate it to
the oxygen concentration as

−1
f
1−f
tan θ0
=
+
(4)
tan θ
1 + KSV 1 · [O2 ] 1 + KSV 2 · [O2 ]
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where θ0 and θ, respectively, are the phase shifts in the absence and presence of oxygen, f and 1 − f are
the fractions of the total emission for each component under unquenched conditions, KSV 1 and KSV 2 are the
associated SV constants for each component, and [O2 ] indicates the oxygen concentration. The quantities f ,
KSV 1 , and KSV 2 may result frequency dependent, an artifact of the approximation of the model. The equation
(4), although only an approximation, was used in this work to generate the synthetic data for the training due
to its simplicity.

3. EXPERIMENTAL SETUP
The sample used for the characterization and test was a commercially available Pt-TFPP-based oxygen sensor
spot (PSt3, PreSens Precision Sensing GmbH, Regensburg, Germany). To control the temperature of the samples, these were placed in good thermal contact with a copper plate, placed in a thermally insulated chamber.
The temperature of this plate was adjusted at a fixed value between 0 ◦ C and 45 ◦ C using a Peltier element and
stabilized with a temperature controller (PTC10, Stanford Research Systems, Sunnyvale, CA USA). The thermally insulated chamber was connected to a self-made gas-mixing apparatus which enabled to vary the oxygen
concentration between 0 % and 20 % vol O2 by mixing nitrogen and dry air. In the following, the concentration
of oxygen will be given in % of the oxygen concentration of dry air and indicated with % air. This means, for
example, that 20 % air corresponds to 4 % vol O2 and 100 % air corresponds to 20 % vol O2 . The absolute error
on the oxygen concentration adjusted with the gas-mixing apparatus is estimated to be below 1 % air.
The optical setup used in this work for the luminescence measurements is shown schematically in Fig. 1.

Lock-in

LED Driver
LED
405nm

TIA

SP filter
Lens

PD

BP filter
Lens
Sample
Gas
mixer
Temperature
controller
Figure 1. Scheme of the optical experimental setup. Blue is the excitation, red the luminescence optical path. PD:
photodiode; SP filter: short pass filter; BP filter: band pass filter; TIA: trans-impedance amplifier.

The samples were excited with a 405 nm LED (VAOL-5EUV0T4, VCC Visual Communications Company),
whose light was filtered by an OD5 short pass filter with cut-off at 498 nm (Semrock 498 SP Bright Line HC short
pass) and focused on the surface of the samples with a collimation lens. The luminescence light was focused by a
lens on a photodiode (SFH 213 Osram). The luminescence emission was filtered by a band pass filter composed
of an OD5 long pass filter with cut-off at 594 nm (Semrock 594 LP Edge Basic long pass) and an OD5 short
pass filter with cut-off at 682 nm (Semrock 682 SP Bright Line HC short pass) to suppress stray light and light
reflected by the sample surface. Both the LED driver and the trans-impedance amplifier (TIA) are self-made.
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For the frequency generation and the phase detection a two-phase lock-in amplifier (SR830, Stanford Research
Inc.) was used. The modulation frequency was varied between 200 Hz and 20 kHz.

4. MACHINE LEARNING APPROACH
The machine learning approach of this work consist in using a tuned feed-forward neural network, which learns
to relate an input measured quantity to an output quantity from a large number of examples, making the
mathematical description of the luminescence decay irrelevant.18 The method consists in taking a large number
m of measurements of the ratio of equation (5)
r(ω, T, [O2 ]) ≡

tan θ(ω, T, [O2 ])
tan θ(ω, T, [O2 ] = 0)

(5)

at 16 known values of the modulation frequency and for a set of values of the oxygen concentration uniformly
distributed in the range of interest, and use it to train a neural network. Since a large volume of data was not
available, synthetic data were generated and used for the training of the network. The method and the study of
the network architecture are described in detail in a previous work and will not repeated here.19
The steps of the method19 are shown in the flowchart of Fig. 2. The steps are the following:
(i) Data acquisition for different values of frequency, temperature, and oxygen concentration.
(ii) Determination of a numerical approximation, via interpolation, of the quantities KSV1 (ω), KSV2 (ω), and
f (ω) at the chosen temperature T1 .
(iii) Creation of the dataset S with m synthetic measurements using the numerical approximation.
(iv) Split of the dataset S into a training dataset Strain composed of 80 % of the observations, and a development
Sdev dataset composed of 20 % of the observations.
(v) Training of several neural network models on the artificial training dataset Strain .
(vi) Check for a high-variance (or overfitting) using Strain and Sdev datasets.
(vii) Application of the trained neural network model to the experimental dataset to predict the oxygen concentration and comparison with the measured [O2 ] quantities.
For the analysis performed in this paper a network with 3 layers and 10 neurons in each layer has been
used. Increasing the effective network complexity after a certain level does not improve the performance of the
network because of the differences between experimental measured and synthetically generated data including
the experimental error.19 Therefore, in this work the network was not modified.
The metric used to check the model performance is the absolute error (AE). This is defined, as the absolute value of the difference between the predicted and the measured [O2 ][j] value for a given observation j
corresponding to a given value of [O2 ]
[j]

[j]
AE[j] = |[O2 ]pred − [O2 ]meas
|.

(6)

A further metric calculated for a given temperature T is the mean absolute error (MAE) and calculated as
MAE(Stest ) =

1
|Stest |

X

[j]

|[O2 ]pred − [O2 ][j]
meas |.

(7)

j∈Stest

where with Stest indicates the dataset used for the validation of the neural network model. Stest contains the 10
experimental observations measured at a given temperature for the different values of the oxygen concentration
[O2 ].
The neural network model have been developed with PythonTM , in particular with the packages scipy 20 and
TensorFlowTM .
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Figure 2. Schematic overview of the steps of the machine learning approach.19

5. RESULTS
Fig. 3 shows the dependence of the phase shift from the the oxygen concentration and temperature. Here the
phase shifts measured at a fixed modulation frequency of 6 kHz are plotted as tan θ0 / tan θ for three selected
temperatures. The measurements in Fig. 3 show that, since the functional form of the tan θ0 / tan θ is the same
for all temperatures, the artificial intelligence approach is expected to work similarly well for all the temperatures
in the range studied. The performance of the neural network for the different temperatures measured, evaluated
as the absolute error defined in equation (6) is shown inf Fig. 4. For each temperature the absolute error is
calculated for the available oxygen concentrations and displayed as a box plot, where the median is visible as a
red line.
The results of Fig. 4 show that the machine learning approach works very well for all the temperatures,
predicting the oxygen concentrations below 100 % air with an absolute error below 1 % air and a median
absolute error of the order of 0.5 % air. The prediction of the concentration corresponding to 100 % air is shown
in Fig. 4 as a separate dot because characterized by a higher absolute error, around 2 % air, little dependent on
the temperature.
The distribution of the absolute error with the oxygen concentration at a single temperature is shown as
example for 25 ◦ C in 5. From the figure is clearly visible that the AE, which is below 0.5 % air for lower oxygen
concentrations, increases for [O2 ] above30 % air. Again, the AE reaches the highest concentration at 100 % air.
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Figure 3. Phase shift measured for a modulation frequency of 6 kHz at the temperatures 5 ◦ C, 25 ◦ C, and 45 ◦ C as a
function of the oxygen concentration.

The origin of the strongest deviation for concentrations of 100 % air was investigated in detail and found to
be due to the approximation of the conventional model describing the quenching of the luminescence of equation
(4), which was used to generate the training data.19 In other words, the training was performed with synthetic
data which do not approximate well enough the experimental measurements. So the network learned from a
dataset with slightly different functional shape than the experimental dataset. Thus, the absolute error could
be reduced using experimental measures as a training dataset, allowing to achieve even better predictions of the
oxygen concentration.

Value for [O2] = 100 % Air
Median

Absolute Error (% air)

2.5
2.0
1.5
1.0
0.5
0.0
5

15

25
T ( C)
∘

35

45

Figure 4. Performance of the neural network: absolute error distribution for different concentrations calculated at the
temperatures of 5 ◦ C, 15 ◦ C, 25 ◦ C, 35 ◦ C, and 45 ◦ C. The absolute error corresponding to 100 % air is shown separately
as circle.
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Figure 5. Absolute error of the neural network model prediction applied to the experimental data at the temperatures 25
◦
C.

6. CONCLUSIONS
This work investigates the applicability of a novel machine learning approach and demonstrates its relevancy for
optical oxygen luminescence sensing. The optimized neural network learns to relate the measured quantity, the
phase shift, to the oxygen concentration, without the need of an analytical model describing the quenching of
luminescence and its dependence from the parameters of interest. The proposed artificial intelligence approach
has therefore the advantage to be applicable even if the observed Stern-Volmer curves deviate from the common
multi-parameter approximate models, which is the case with many commercial and low-cost sensors. The sensorspecific deviations, which may be caused, for example, by the sensing element and the immobilization of the
indicators in the substrate, or even by sensor-specific hardware-related component, like absorption filters or glues,
do not play any role in the described approach because they can be learned by the neural network.
The neural network is characterized by a feed-forward architecture, and learns effectively to predict the oxygen
concentration with a median absolute error of 0.5 % air. The results show that the absolute error increases with
higher concentrations, going from below 0.5 % air to a maximum of 2 % air at 100 % air. The main contribution
to the absolute error was identified in the poor agreement of the conventional model describing the quenching
of the luminescence, which was used to generate the training data. The performance of the network is expected
to increase significantly by performing the training on experimental data, achieving an even better agreement
of the prediction with the measurements. The analysis was carried out at different temperatures in the range
between 5 ◦ C and 45 ◦ C, which is the range relevant for biophysical applications. The results show the approach
works well for all the temperatures studied.
In conclusion, this work shows that, a feed-forward neural network is capable to capture the effects of
the relevant influencing parameters studied in their entire range of application: modulation frequency, oxygen
concentration and temperature. Once the sensor hardware is given, that is all the optical, electronic, mechanical
and chemical components are assembled, a neural network can be trained to learn to predict one, or possibly
more, quantities of interests, in this work the oxygen concentration. The new approach opens up new possibilities
in sensor development because all the device-specific characteristics can be accounted for by the trained neural
network.
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Abstract
The classical approach to non-linear regression in physics is to take a mathematical model
describing the functional dependence of the dependent variable from a set of independent
variables, and then using non-linear fitting algorithms, extract the parameters used in the
modeling. Particularly challenging are real systems, characterized by several additional
influencing factors related to specific components, like electronics or optical parts. In such
cases, to make the model reproduce the data, empirically determined terms are built in the
models to compensate for the difficulty of modeling things that are, by construction, difficult
to model. A new approach to solve this issue is to use neural networks, particularly feedforward architectures with a sufficient number of hidden layers and an appropriate number
of output neurons, each responsible for predicting the desired variables. Unfortunately,
feed-forward neural networks (FFNNs) usually perform less efficiently when applied to multidimensional regression problems, that is when they are required to predict simultaneously
multiple variables that depend from the input dataset in fundamentally different ways. To
address this problem, we propose multi-task learning (MTL) architectures. These are
characterized by multiple branches of task-specific layers, which have as input the output of
a common set of layers. To demonstrate the power of this approach for multi-dimensional
regression, the method is applied to luminescence sensing. Here, the MTL architecture
allows predicting multiple parameters, the oxygen concentration and temperature, from a
single set of measurements.
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Featured Application: Multi-task learning; multi-parameter luminesce sensing.
Abstract: The classical approach to non-linear regression in physics is to take a mathematical model
describing the functional dependence of the dependent variable from a set of independent variables,
and then using non-linear fitting algorithms, extract the parameters used in the modeling. Particularly
challenging are real systems, characterized by several additional influencing factors related to specific
components, like electronics or optical parts. In such cases, to make the model reproduce the data,
empirically determined terms are built in the models to compensate for the difficulty of modeling
things that are, by construction, difficult to model. A new approach to solve this issue is to use
neural networks, particularly feed-forward architectures with a sufficient number of hidden layers
and an appropriate number of output neurons, each responsible for predicting the desired variables.
Unfortunately, feed-forward neural networks (FFNNs) usually perform less efficiently when applied
to multi-dimensional regression problems, that is when they are required to predict simultaneously
multiple variables that depend from the input dataset in fundamentally different ways. To address
this problem, we propose multi-task learning (MTL) architectures. These are characterized by
multiple branches of task-specific layers, which have as input the output of a common set of layers.
To demonstrate the power of this approach for multi-dimensional regression, the method is applied to
luminescence sensing. Here, the MTL architecture allows predicting multiple parameters, the oxygen
concentration and temperature, from a single set of measurements.
Keywords: multi-task learning; non-linear regression; neural networks; luminescence; luminescence
quenching; oxygen sensing; phase fluorimetry; temperature sensing

1. Introduction
The classical use of regression in physics, sometimes also referred to as non-linear fitting, is to try
to determine d quantities y ∈ Rd from a set of n measurements x ∈ Rq with q ∈ N, using a theoretical
mathematical model y = f ( x, w) that depends on a certain number p of parameters w ∈ R p . Typically,
this is achieved by choosing the parameters w to minimize a selected error function, like the mean
square error (MSE), with specific algorithms. To find the best solution for f is a classical optimization
problem [1–3]. This method, however, fails to deliver stable and accurate results, for example, when the
quantities yi with i = 1, ..., d have different physical meanings and, consequently, depend on different
components of the parameter vector w in fundamentally distinct ways. As a result, the mathematical
model may be an insufficient approximation, may be too complex for a stable implementation or may
be simply unknown [3].
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An example where the usual multi-dimensional regression approach fails is in the determination
of a substance from changes in its luminescence when several environmental conditions vary in
an unknown and uncontrolled way. Luminescence quenching for oxygen detection represents a
widespread application relevant in many fields like biomedical imaging, environmental monitoring,
or process control [4] (see Section 4 for details). In this application, the quantity of interest is the
concentration of molecular oxygen [O2 ]. The measured quantity, either the luminescence intensity or
luminescence intensity decay time of a special molecule (luminophore), is however, equally strongly
dependent on the concentration [O2 ] and the temperature T. As a result, it is difficult to extract
two different physical quantities, namely, [O2 ] and T, from the same set of data. Usually, T is
measured separately with another device and given as an input to a mathematical model describing the
dependency of those two quantities from the input data. The complexity increases further if more than
one luminophore is present, and several parameters (e.g., [O2 ], [CO2 ], pH) have to be determined [5–9].
A possible method, which recently attracted great interest, is the use of feed-forward neural
network (FFNN) architectures, with a certain number of hidden layers and an appropriate number of
output neurons, each responsible for predicting the desired variables yi with i = 1, ..., d. In the example
of oxygen sensing, the output layer would have a neuron for the oxygen concentration [O2 ] and one
for the temperature T. This work shows that, since the output neurons must use the same features (the
output of the last hidden layer) for all variables [10,11], FFNNs are insufficiently flexible. For the cases
when the variables depend on fundamentally different ways from the inputs, this approach will give a
result that is at best acceptable, and at worst unusable.
This work proposes a new approach, which is based on multi-task learning (MTL) neural network
architectures. This type of architectures are characterized by multiple branches of layers, that get
their input from a common set of layers. This type of network can improve the model prediction
performance by jointly learning correlated tasks [10–14]. In particular, the proposed MTL architectures
are applied to the problem of luminescence quenching for oxygen sensing. Their performance in the
prediction of oxygen concentration and temperature is analyzed and compared to that of a classical
feed-forward neural network.
In general, the proposed MTL approach may be of particular relevance in all those cases where
the mathematical model y = f ( x, w) is not known, too complex or not really of interest and the only
goal of the regression problem is to build a system that is able to determine y as accurately as possible.
The paper is organized as follows: Section 2 describes non-linear regression and MTL with neural
networks. Section 3 describes the implementation of MTL and the different neural network studied in
this work. Section 4 reviews luminescence quenching for oxygen sensing. The results are discussed
in Section 5.
2. Theoretical Background
This section briefly reviews the theoretical justification for non-linear regression with neural
networks, as well as the multi-task learning approach implemented in this work.
2.1. Neural Networks for Non-Linear Regression Problems
In general, a neural network model is always composed of three parts [15]:
•
•
•

network architecture (number of layers, activation functions, etc.),
cost function,
optimizer (a method or algorithm used to minimize the cost function).

The neural networks considered in this work have a feed-forward architecture, as it is typical in
regression problems. The details of the networks are described in Section 3. The cost function needs to
be chosen depending on the problem to be solved. For example, the cross-entropy is a common choice
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when solving classification problems [15]. For regression problems, as the one studied in this work,
the most common cost function is the mean square error (MSE), which is defined as
MSE =

1
n

n

d

[ j]

∑ ∑ (yk

j =1 k =1

[ j]

− ŷk )2

(1)

where n is the number of observations in the input dataset; y[ j] ∈ Rd is the measured value of
the desired quantity for the jth observation (indicated as a superscript between square brackets),
with j = 1, ..., n; ŷ[ j] ∈ Rd is the output of the network, when evaluated on the jth observation.
The optimizer affects the learning performance of the network but does not determine the type of
problems the network can solve and therefore will not be discussed here.
A regression problem consists of minimizing the cost function, in this case the MSE (Equation (1)),
with respect to the learnable parameters of the network, which are defined in the architecture.
The implicit assumption done is that there is an underlying albeit unknown function that describes
the relationship between the y[ j] and the input observations (the measurements x [ j] ). Assuming
its existence, the neural networks try to approximate it, by composing a big number of non-linear
functions. This approach relies on the implicit assumption that a network can approximate any function.
For FFNN, this assumption is legitimate since it was proved mathematically [16–23]. This mathematical
proof thus justifies the use of neural networks for regression problems. Unfortunately, not being a
constructive proof, it provides neither the number of layers nor the number of neurons per layer needed
to approximate this unknown function. It just tells that, with enough neurons, a neural network is able
to approximate any function.
2.2. Multi-Task Learning
Multi-task learning is a machine learning techniques in which n T learning tasks are solved at the
same time, using commonalities and differences across tasks. This approach may result in improved
learning efficiency and prediction accuracy [12–14,24], although the possibility of improvement
depends on how information is encoded in the data. In this work, MTL will be applied, for the
first time, to luminescence sensing, where the luminescence data are dependent on two quantities,
oxygen concentrations and temperature, which are otherwise hard to extract separately.
An example of a simple MTL network architecture, which reflects the architectures later used in
the paper, is shown in Figure 1. This network consists of a series of common hidden layers, followed
by two branches (n T = 2) each consisting of several task-specific hidden layers.
The layers marked in Figure 1 as “common hidden layers” generate an output, that is typically
called a “shared representation”. The name comes from the fact that the output of those layers is used
to evaluate both y1 and y2 . The shared representation is then the input of a set of “task-specific hidden
layers”, that learn how to predict y1 and y2 better. Note how the common hidden layers are shared
with both the tasks of predicting y1 and y2 , while the task-specific hidden layers are specific to each
task separately. The MTL network of Figure 1 uses the common hidden layers to find common features
beneficial to each of the two tasks. During the training phase, learning to predict y1 will influence the
common hidden layers and therefore, the prediction of y2 , and vice-versa. A set of task-specific hidden
layers will then learn specific features to each output and therefore improve the prediction accuracy.
The implicit assumption here is that the tasks have something in common; otherwise this approach
will not produce the desired result.
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Figure 1. Example of a MTL network architecture with two tasks and two outputs.

Multiple cost functions Li with i = 1, ..., n T , with n T the number of tasks, are required to use this
network architecture. In the training phase, a global cost function L, defined as a linear combination of
the task-specific cost functions with weights αi will be minimized
L=

nT

∑ αi Li .

(2)

i =1

The parameters αi have to be determined during the hyper-parameter tuning phase to optimize
the network predictions. In this paper, being the cost function the MSE (Equation (1)), the global cost
function of Equation (2) is
nT
1 n d [ j]
[ j]
L = ∑ αi ∑ ∑ (yk − ŷk )2
(3)
n
i =1
j =1 k =1
where n T is the number of tasks; n is the number of observations in the input dataset; y[ j] ∈ Rd is the
measured value of the desired quantity for observation j, with j = 1, ..., n; ŷ[ j] ∈ Rd is the output of the
network, when evaluated on the jth observation.
3. Neural Network Architectures and Implementation
In this paper, three architectures, one classical FFNN and two MTL, were investigated and
compared in the simultaneous prediction of oxygen concentration and temperature. To make
the comparison meaningful, the parameters, which are not architecture-specific, were not varied.
The details of the architectures are described in the next subsections.
In the three architectures investigated the sigmoid activation functions was used for all the neurons
σ(z) =

1
.
1 + e−z

(4)

All the results were obtained with a training of 4000 epochs. The target variables y were
normalized to vary between 0 and 1. Thus, the sigmoid activation function was used also for the
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output neurons y1 and y2 . The input measurement, as will be explained in detail in Section 4, is a
vector in Rq with q = 16.
To minimize the cost function, the optimizer Adaptive Moment Estimation (Adam) [15,25] was
used. The training was performed with a starting learning rate of 10−3 and using batch-learning,
which means that the weights were updated only after the entire training dataset has been fed to the
network. Batch-learning was chosen because of its stability and speed since it reduces the training
time of a few orders of magnitude in comparison to, for example, stochastic gradient descent [15].
Therefore, it makes experimenting with different networks a feasible endeavor. The implementation
was performed using the TensorFlowTM library.
3.1. Network A
The first type of neural network investigated has a classical feed-forward architecture, consisting
of an input layer, three hidden layers, and an output layer with two neurons [O2 ] pred and Tpred .
This architecture, labeled here as Network A, is schematically shown in Figure 2. The number of
neurons of each hidden layer ni = n̂ is the same.

Figure 2. Architecture of the feed-forward network A.

Each neuron in each layer gets as input the output of all neurons in the previous layer, and feeds
its output to each neuron in the subsequent layer. To test the performance network A hyperparameter
tuning was performed by varying the number of neurons in each of the four layers (n̂). The number of
neurons that was tested is n̂ = 10, 30, 50, 80. Additional hyperparameters, like the learning rate, were
not optimized and the mentioned values were kept constant.
3.2. Network B
The first MTL network studied is depicted in Figure 3. It consists of three common hidden layers
with 50 neurons each, followed by two branches, one with two additional task-specific hidden layers
used to predict [O2 ], and one branch without hidden layers used to predict both [O2 ] and T at the same
time. The number of neurons of each task-specific hidden layer is 5. The idea behind this network is to
have a system that learns to predict [O2 ] well, thanks to the further task-specific layers. The predicted
T is not expected to be exceptionally good since the common hidden layers must learn to predict
[O2 ] pred and Tpred at the same time. This architecture can be of applied when one of the outputs yi , here
[O2 ], needs to be predicted with higher accuracy than the other ones. For this network, the global cost
function weights used were α1 = 0.3 and α2 = 5.
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Figure 3. Architecture of the feed-forward MTL network B.

3.3. Network C
The last MTL network, depicted in Figure 4, consists again of three common hidden layers with 50
neurons each, followed by three branches, two with each two additional task-specific layers to predict
respectively [O2 ] and T, and then one without additional layers to predict [O2 ] and T at the same time.
The number of neurons of each task-specific hidden layer is 5, as in the network B. The global cost
function weights used for the plots were α1 = 0.3, α2 = 5 and α3 = 1. Those values were chosen
because they result in the lowest MAEs (see discussion in Section 5).

Figure 4. Architecture of the feed-forward MTL network C.

This network is of interest because of the additional task-specific layers, which are expected to
improve the ability of predicting the temperature compared to the network B.
3.4. Metrics
The metric used to compare results from different network models is the absolute error (AE)
defined as the absolute value of the difference between the predicted and the expected value for a
given observation. For the oxygen concentration of the jth observation [O2 ][ j] the AE is
[ j]

[ j]

[ j]

AE[O ] = |[O2 ] pred − [O2 ]meas |.
2

(5)
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The further quantity used to analyze the performance of the network is the mean absolute error
(MAE), defined as the average of the absolute value of the difference between the predicted and the
expected oxygen concentration or temperature. For example, for the oxygen prediction using the
training dataset Strain , MAE[O2 ] is defined as
MAE[O2 ] (Strain ) =

1
|Strain |

∑

j∈Strain

[ j]

[ j]

(6)

|[O2 ] pred − [O2 ]real |

where |Strain | is the size (or cardinality) of the training dataset. For example, in this work |Strain | =
20,000. The AET and MAET are similarly defined.
4. Luminescence Quenching for Oxygen and Temperature Sensing
To demonstrate its advantages, the MTL approach was applied to the simultaneous determination
of the oxygen concentration and temperature of a medium. There are different optical methods used to
determine oxygen concentration since this is of great relevance for numerous research and application
fields, ranging from biomedical imaging, packaging, environmental monitoring, process control, and
chemical industry, to mention only a few [26]. Among the optical methods, a well-known approach is
based on luminescence quenching [27–29].
The measuring principle is based on the quenching of the luminescence of a specific molecule
(luminophore) by oxygen molecules. Because of the collisions of the luminophore with oxygen, both the
luminescence intensity and decay time are reduced. Sensors based on this principle rely on approximate
empirical models to parametrize the dependence of the sensing quantity (e.g., luminescence intensity
or intensity decay time) on influencing factors. The most relevant parameter, which can be a major
source of error in sensors based on luminescence sensing, is the temperature of the luminophore, since
both the luminescence and the quenching phenomena are strongly dependent on temperature [26].
The conventional approach consists in relating the change of the luminescence decay time from the
oxygen concentration through a multi-parametric model, called Stern–Volmer equation [28]. The value
of the device-specific constants is then determined through calibration. The decay time can be easily
measured by modulating the intensity of the excitation. The emitted luminescence is also modulated
but shows a phase shift θ which depends on the decay time. Without going into the details of the
analytical model, the measured quantity, the phase shift θ, is most frequently related to the oxygen
concentration [O2 ] and temperature T through the approximate equation [30]
tan θ (ω, T, [O2 ])
=
tan θ0 (ω, T )



f (ω, T )
1 − f (ω, T )
+
1 + KSV1 (ω, T ) · [O2 ] 1 + KSV2 (ω, T ) · [O2 ]

 −1

(7)

where θ0 and θ, respectively, are the phase shifts in the absence and presence of oxygen, f and 1 − f
indicate the fraction of the total emission of two components under unquenched conditions, KSV1
and KSV2 are associated (Stern–Volmer) constants for each component. Since the phenomena of
luminescence and luminescence quenching are strongly influenced by the temperature, the parameters
θ0 , KSV1 , KSV2 , and f need to be modeled through different temperature dependencies [30]. The value
of the parametrisation quantities is determined through non-linear regression. ω is the angular
frequency of the modulation of the excitation light. Finally, Equation (7) must be inverted to obtain
[O2 ] as a function of θ, T, and ω. To be able to have more information as input to our network, we will
not use a single ω frequency value, but 16. Let’s define
r (ω, T, [O2 ]) ≡

tan θ (ω, T, [O2 ])
.
tan θ (ω, T, [O2 ] = 0)

(8)

The goal of the network is to predict the oxygen concentration and temperature from an array
of values of r (ω, T, [O2 ]) evaluated at a discrete set of sixteen ωi , with i = 1, ...16, that have been
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[ j]

[ j]

[ j]

used for the measurements. The jth measurement can be written as x [ j] = (r1 , r2 , ..., r16 ) with
[ j]

ri = r (ωi , T [ j] , [O2 ][ j] ) and i = 1, ...16. Each measurement j corresponds to a specific tuple of the
oxygen concentration and temperature ( T [ j] , [O2 ][ j] ).
Summarizing, the conventional approach relies on the measurement of the temperature, which is
then used to correct the parameters of the analytical model used to calculate the oxygen concentration
[O2 ] from the measured quantity, the phase shift θ of Equation (7). The inadequate determination of
the luminophore temperature is one of the major sources of error in an optical oxygen sensor.
The neural network proposed in this work defies the difficulties described above by
simultaneously predicting both the oxygen concentration and the temperature using 16 values of
r (ω, T, [O2 ]) evaluated at a discrete set of sixteen values of ω.
4.1. Data Generation
To have a large enough dataset to train and test the neural networks, synthetic data were used.
The model described by Equation (7) was chosen to create the data, being as simple as possible but
still capable to describe experimental observations. The values of the parameters for the synthetic data
were determined from measurement performed under varying oxygen concentration and temperature
conditions. For details on the samples and setup used for the determination of all the parameters the
reader is referred to [30].
The synthetic data consist of a set S of m = 25,000 observations using oxygen concentration
values uniformly distributed between 0 % air and 100 % air and five temperatures 5, 15, 25, 35 and
45 ◦ C. Please note that in the following, the concentration of oxygen is be given in % of the oxygen
concentration of dry air and indicated with % air. This means that 100 % air corresponds to 20 % vol
O2 . The m data were split randomly in a training dataset containing 80 % of the data (|Strain | =20,000),
used to train the network, and a development dataset containing 20 % of the data (|Stest | = 5000), used
to test the generalization efficiency of the network when applied to unseen data.
Typically, when training neural network models, it is important to check if we are in a so-called
overfitting regime. The essence of overfitting is to have unknowingly extracted some of the residual
variation (i.e., the noise or errors) as if that variation represented an underlying model structure [31].
In the case discussed in this work, with increasing network complexity, the network will never go
into such a regime since the development dataset is a perfect representation of the training dataset.
This leads to almost identical metric values for the MAE for both Strain and Sdev , regardless of the
network architecture effective complexity. This is what we observed while checking the metrics
on the two different dataset Strain and Sdev . Overfitting becomes relevant when dealing with real
measurements and not synthetic data.
5. Results and Discussion
As described in Section 4, the applied problem investigated in this work is a complex one since
the two quantities to be extracted from the data ([O2 ] and T) depend from the input in different ways.
It is, therefore, not obvious that is possible to build a model which is able to predict both [O2 ] and T at
the same time with good accuracy.
The fist network investigated is the simple FFNN A described in Section 3.1. For this network,
the number of neurons was progressively increased (n̂ = 10, 30, 50, 80) to study how AE[O2 ] and AET
are affected by an increasingly complex network and to determine if it is possible to obtain a good
prediction. The calculated AE[O2 ] for different O2 concentrations were grouped in bins of 10% air for a
clearer illustration and are shown in Figure 5 as a box plot, where the median is visible as a red line.
In all the boxplots in this paper the central box is the interquartile range and contains the middle 50%
of the results, while the whiskers indicates the minimum and maximum of all the data [32].
As can be seen in Figure 5, the results are quite poor if n̂ = 30 (results for n̂ = 10 are comparable
to those with n̂ = 30 and are not shown here). AE[O2 ] can assume values as big as 18% air, with a
broad distribution. Increasing the number of neurons in the hidden layers to n̂ = 50 improves the
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prediction, reducing both the median and the distribution. A further increase to n̂ = 80, however, does
not result in better a prediction, showing the limits of this architecture to capture the details of the
physical system.
The results for the prediction of the temperature for the same three networks are shown in Figure 6.
Also AET improves initially by increasing the number of neurons to n̂ = 50, but does not get any better
when the number of neurons is further increased to n̂ = 80. The boxplots of Figures 5 and 6 show that
AE[O2 ] and AET can assume quite high values, therefore demonstrating how the model is not really
able to make a prediction with an accuracy that may be used in any commercial application.
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Figure 5. Absolute error AE[O2 ] in the prediction of the O2 concentration for the different concentration
ranges using network A. Left: 30 neurons per hidden layer; middle: 50 neurons per hidden layer, right:
80 neurons per hidden layer.
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Figure 6. Absolute error AET in the prediction of T for the different temperatures using network A.
Left: 30 neurons per hidden layer; middle: 50 neurons per hidden layer, right: 80 neurons per
hidden layer.

The performance of the three FFNN of type A can be summarized calculating the MAE as defined
in Equation (6). The results are listed in Table 1. Consistently with what previously observed for the
absolute error, the best network performance is obtained with n̂ = 50, achieving a mean absolute error
of MAE[O2 ] = 1.7% air and MAET = 3.3 ◦ C.
Table 1. Summary of the performance for the FFNNs A.
n̂

M AE[O2 ]

M AE[T ]

30
50
80

6.0% air
1.7% air
2.3% air

9.3 ◦ C
3.3 ◦ C
4.3 ◦ C
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For a practical application, the probability density distributions of the AEs for both parameters
represent a much fundamental quantity since it carries information on the probability of the network
to predict the expected value. For this reason, the kernel density estimate (KDE) of the distributions
of the AEs was used for analysis. KDE is a non-parametric algorithm to estimate the probability
density function of a random variable by inferring the population distribution based on a finite data
sample [33]. For the plots we have used a Gaussian Kernel and a Scott bandwidth estimation using the
seaborn Python package [34]. The results for AE[O2 ] and AET for the three variations of FFNN A are
shown in Figures 7 and 8, respectively.
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Figure 7. Kernel density estimation for AE[O2 ] with network A. Left: 30 neurons per hidden layer;
middle: 50 neurons per hidden layer, right: 80 neurons per hidden layer.
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Figure 8. Kernel density estimation for AET for network A. Left: 30 neurons per hidden layer; middle:
50 neurons per hidden layer, right: 80 neurons per hidden layer.

From Figures 7 and 8 can clearly be seen that increasing the number of neurons helps at the
beginning. A further increase in n̂ does not produce an improvement in prediction quality, on the
contrary it gets worse. These results indicate that this simple FFNN can extract at the same time the
two quantities with an accuracy which is at best poor and at worst unusable.
Networks B and C try to address this problem by adding, as described in previous sections,
respectively one and two branches after the last hidden layer in network A. The results of the prediction
from the networks B and C are then compared to those from network A with n̂ = 50. Figure 9 shows
the calculated AE[O2 ] for the three networks for the same [O2 ] intervals as before as a box plot, where
the median is visible as a red line.
As it can be seen from Figure 9, the error in the prediction of network B is similar to that of
network A. However, AE[O2 ] is significantly improved when using network C. The additional branch
in network C compared to network B clearly make the predictions much more accurate and, more
importantly, much less spread around the median.
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Figure 9. Absolute error in the prediction of the O2 concentration for the different concentration ranges
using network A, B, and C. Left: Network A with 50 neurons per hidden layer; middle: network B,
right: network C.

The distribution of the AE[O2 ] is better illustrated by plotting the KDE (Figure 10). The results
indicate that the distribution assumes much smaller values and is peaked around zero for network C,
in contrast with network A and B that have a quite wide tail that propagates toward higher values,
reaching values as high as 10% air for network A and 8% air for network B.
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Figure 10. Kernel density estimation for AE[O2 ] for networks A (left), B (middle), and C (right).

Finally, the results of the same analysis for the prediction of the temperature are shown in
Figure 11. Here the calculated AET for the same three networks is shown as a box plot, where the
median is visible as a red line.
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Figure 11. Absolute error in the prediction of the temperature using network A, B, and C. Left: Network
A with 50 neurons per hidden layer; middle: network B, right: network C.
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As it can be seen from Figure 11, AET is much more concentrated around the median when using
network C. These results indicate that the prediction of the temperature is substantially improved
when using this network.
The distribution of the AET using the KDE is shown in Figure 12. Thanks to the additional
task-specific hidden layer of the network C compared to network B, the KDE is higher and peaked
around zero, with practically no contributions above 5 ◦ C.
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Figure 12. Kernel density estimation for AET for networks A (left), B (middle), and C (right).

Finally, the performance of the three neural networks are be summarized by calculating the MAE
as defined in Equation (6) for the oxygen concentration and the temperature prediction. The results are
listed in Table 2. The network C outperforms all the other networks analyzed in predicting both [O2 ]
and T, achieving a mean absolute error of only 0.5% air for the oxygen concentration and of 2.2 ◦ C for
the temperature.
Table 2. Summary of the performance for the three types of neural networks.
Network

M AE[O2 ]

M AE[T ]

Network A (n̂ = 30)
Network A (n̂ = 50)
Network A (n̂ = 80)
Network B
Network C

6.0% air
1.7% air
2.3% air
1.5% air
0.5% air

9.3 ◦ C
3.3 ◦ C
4.3 ◦ C
6.5 ◦ C
2.2 ◦ C

The results of Table 2 show that a simple FFNN as network A is not suitable to extract the two
quantities of interest at the same time with good accuracy, since it is not flexible enough. The reason is
that the two predicted quantities will depend on the same set of features generated by the hidden layers
of network A. When network A tries to learn better weights to predict, for example, the temperature,
these will, however, influence also the [O2 ] prediction and vice-versa. So the common set of weights
that are learned can not be optimized for each quantity separately at the same time. The MTL network
B tries to address this problem with a separate branch of task-specific layers for [O2 ]. The tests show
however that this architecture is only marginally better for the prediction of [O2 ] and even worse for
the prediction of T. This is probably due an insufficient flexibility of the network and shows that
even if only one parameter were of interest, e.g., [O2 ] one single additional branch is not sufficient.
A significant improvement is achieved with the MTL network C: the two task-specific branches give
the network the flexibility of learning a set of weights (the ones in the branches) specific to each
quantity, therefore achieving exceptionally good predictions on both [O2 ] and T. Note that in this work
the hyper-parameter tuning [15] for each network was not performed since the goal is not to achieve
the lowest possible MAEs but rather to demonstrate the advantages and potential of MTL compared
to classical FFNN approaches. For the implementation in a measuring instrument, therefore, a further
phase of parameter tuning specifically dependent on the application would be needed.
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An interesting question is what is the mutual influence of the branches in network C when the
loss weights αi are varied. To answer this question, a study was performed with various values of the
global cost function weights. The results are shown in Table 3.
Table 3. Summary of the performance for network C with various loss weights.
α1

α2

α3

M AE[O2 ]

M AE[T ]

0.3
0.3
0.3
0.3
0.3
0.3

5.0
5.0
5.0
1.0
15.0
25.0

5.0
15.0
25.0
5.0
5.0
5.0

0.54% air
0.61% air
0.89% air
0.58% air
0.94% air
0.96% air

2.2 ◦ C
2.35 ◦ C
2.32 ◦ C
2.25 ◦ C
2.67 ◦ C
2.55 ◦ C

By increasing progressively the weight for the temperature branch, α3 , the MAE[T ] is not reduced
further and appears rather insensitive to α3 . However, MAE[O2 ] increases slightly, since the higher
values of α3 shift the relative importance of the tasks the network is trying to learn. Increasing the
weight for the oxygen branch α2 negatively affects the oxygen prediction since MAE[O2 ] increases
slightly. The reason why this is happening is that the α2 is becoming much bigger than α1 . This shows
that for the prediction of the oxygen concentration both the branches predicting T and [O2 ] at the
same time and the one predicting [O2 ] are important: neglecting one will make the other works less
efficiently. The temperature, on the other had, is predicted almost with the same kind of accuracy
independently of the weights α2 , indicating that the temperature branch is not dependent from the
[O2 ] branch.
6. Conclusions
In this work, different neural networks architectures were investigated to solve the problem of
extracting multiple separate physical quantities at the same time from a single dataset. This type of
multi-dimensional regression problems in physics can be challenging or impossible to solve if the
mathematical models describing the functional dependence of the dependent variable from a set
of independent variables are too complex or unknown. The proposed approach consists in using
neural network MTL architectures, which are characterized by a common set of layers and then
task-specific layers for each quantity to be determined. Thanks to the additional task-specific hidden
layers, this type of networks can be trained to perform better than conventional FFNNs when the
quantities to be predicted are characterized by a significant difference in physical behavior.
The approach is demonstrated by applying it to an oxygen luminescence sensing application.
The conventional methods rely on a separate temperature determination which is then used as input
to correct the extraction of the oxygen concentration from a dataset. This work demonstrates how it is
possible to extract from a single dataset of phase shift measurements both the oxygen concentration
and the temperature of the medium. The distributions of AE[O2 ] and AET are significantly narrower
and much more concentrated around zero with the proposed MTL network (type C), as compared
to FFNNs without specific and dedicated layers for each [O2 ] and T. With the latter network the
predictions are only based on common features (the ones generated by the common layers) that fail to
be flexible enough to describe both [O2 ] and T. The results indicate that from one single measurement,
it is possible to determine two physically different quantities, one of which is dependent from the
other. To the best of the authors’ knowledge, this is the first time that more than one parameter (here
[O2 ] and T) are extracted using a single luminophore by a single measurement channel under constant
conditions. The implication is that a sensor using the proposed approach could be able to extract much
more information from the measurements than one based on conventional analytical modeling.
This work aimed to open the road to new ways of extracting multiple physical quantities from
a common set of data at the same time to achieve consistent results that are both accurate and
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stable. The described approach is relevant for many practical applications in sensor science and
demonstrates that MTL architectures have the potential of revolutionizing the approach to non-linear
multi-dimensional regression.
Author Contributions: Conceptualization, U.M. and F.V.; methodology, U.M. and F.V.; software, U.M.; writing,
U.M. and F.V.; physics model and examples, F.V.
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ABSTRACT

The optical determination of oxygen partial pressure is of great interest in numerous areas, like medicine, biotechnology, and chemistry. A well-known optical measuring approach is based on the quenching of luminescence by
the oxygen molecules. The conventional approach consists in measuring the intensity decay time and relate it to
the oxygen concentration through a multi-parametric model (Stern–Volmer equation). The parameters of this
equation are, however, all temperature-dependent. Therefore the temperature needs to be known to determine
the oxygen concentration and is measured separately, either optically or with a completely different sensor. This
work proposes a new approach based on a multi-task learning (MTL) neural network. Using the luminescence
data of one single indicator, which is sensitive to both oxygen and temperature, the neural network achieves
predictions of both parameters which are comparable to the accuracy of commercial senors. The impact of the
new proposed approach is however not limited to dual oxygen and temperature sensing, but can be applied to all
those cases in which the sensor response is too complex, to be comfortably described by a mathematical model.
Keywords: luminescence sensor; oxygen sensor; temperature sensor; dual sensing; luminescence quenching;
artificial intelligence; neural network; machine learning

1. INTRODUCTION
The determination of oxygen partial pressure is of great interest in numerous areas, like medicine, biotechnology,
and chemistry. Among the different methods used to determine the oxygen concentration, optical techniques
are particularly attractive because they do not consume oxygen, have a fast response time, allow a good precision and accuracy. A well-known optical measuring approach is the quenching of luminescence by the oxygen
molecules. The measuring principle is based on the measurement of the luminescence of a specific molecule,
called luminophore, whose intensity and the decay time are reduced due to collisions with oxygen.1, 2
Sensors based on this principle rely on approximate empirical models to parametrise the dependence of the
luminescence intensity or the decay time on influencing factors. The most relevant factor is the temperature since
both the luminescence and the quenching phenomena are strongly temperature-dependent. The conventional
approach consists in measuring the intensity decay time and relate it to the oxygen concentration through a
multi-parametric model (Stern–Volmer equation). The parameters of this equation are, however, all temperaturedependent.3–5 Therefore the temperature needs to be known to correct the oxygen concentration and is therefore
measured separately, either optically or with a completely different sensor.
The relevant parameters when using luminescence quenching are extracted normally with non-linear regression, where the mathematical model of the Stern-Volmer equation describes the functional dependence of the
dependent variable from a set of independent variables. A new approach to solve these difficulties is to use
feed-forward neural networks to predict the desired variables.6 Unfortunately, feed-forward neural networks usually perform less efficiently when applied to multi-dimensional regression problems. In other words, this type
of networks being less flexible max have difficulties in predicting simultaneously multiple variables that depend
from the input dataset in fundamentally different ways. Multi-task learning (MTL) neural network architectures,
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on the other hand, learn commonalities and differences across tasks by using multiple branches of task-specific
layers, which have as input the output of a common set of layers. Depending on how information is encoded in
the data, these architectures may results in improved learning efficiency and prediction accuracy.7–10
In this paper, we propose a new multi-task learning (MTL) neural network approach applied to luminescence
sensing, where the luminescence data of one single indicator are dependent on two quantities, oxygen concentration and temperature, which are otherwise hard to extract separately. However, the proposed approach is not
limited to dual oxygen and temperature sensing but can be applied to all those cases in which the system is too
complex, to be comfortably described by a mathematical model.

2. THEORETICAL MODEL FOR OXYGEN LUMINESCENCE QUENCHING
Oxygen-quenching luminescence sensors are based on the measurement of the decrease of the luminescence
intensity and decay time of the luminophore due to collisional quenching with molecular oxygen. In the case of
homogeneous media characterised by an intensity decay which is a single exponential, the decrease in intensity
and lifetime are both described by the Stern-Volmer equation1
τ0
I0
=
= 1 + KSV · [O2 ]
I
τ

(1)

where I0 and I are the luminescence intensities in the absence and presence of oxygen respectively, τ0 and τ
the decay times in the absence and presence of oxygen, KSV the Stern–Volmer constant and [O2 ] indicates the
oxygen concentration.
If the luminophore is embedded in a matrix or substrate, which is mostly the case when building a sensor, the
Stern-Volmer curve deviates from the linear behavior of Eq. (1).2 This behavior is attributed, for example, to
heterogeneities of the micro-environment of the luminescent indicator and can be described by several different
proposed models. One simple scenario involves the presence of at least different environments, in which the
luminophore is quenched at different rates, often referred to as the multi-site model.11, 12 In this case, the
Stern-Volmer curve is written as sum contributions
X
−1
I0
fi
=
(2)
I
1 + KSV,i · [O2 ]
i
where fi ’s are the fractions of the total emission for each component under unquenched conditions, KSV i ’s are
the associated effective Stern–Volmer constants. The sum is performed over the number of sites.
Rather than measuring the intensity, the decay time is a preferred quantity to determine the oxygen concentration. The decay time is easily measured in the frequency domain by modulating the intensity of the excitation.
The emitted luminescence is also modulated but shows a phase shift θ, which depends on the decay time. It was
shown that the phase shift θ is related to the oxygen concentration [O2 ] and temperature T for a two-site model
through the approximate equation6
tan θ0 (ω, T )
=
tan θ(ω, T, [O2 ])



f (ω, T )
1 − f (ω, T )
+
1 + KSV 1 (ω, T ) · [O2 ] 1 + KSV 2 (ω, T ) · [O2 ]

−1
(3)

where θ0 and θ, respectively, are the phase shifts in the absence and presence of oxygen, ω is the angular frequency
of the modulation of the excitation light. Since both the luminescence and the quenching of luminescence are
strongly influenced by the temperature, the parameters θ0 , KSV 1 , KSV 2 , and f need to be modeled through
different temperature dependencies. Finally, in the sensor firmware the Eq. (3) must be inverted to obtain [O2 ]
from θ, once T and ω are known.
Differently from the conventional approach, which relies on the measurement of the temperature, then used
to correct the parameters of the analytical model, this paper describes an approach which overcomes these
difficulties by using a neural network which learns to extract these inter-dependencies. To train the network, a
large enough amount of data is needed, where θ is measured for varying T and ω.
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3. EXPERIMENTAL SETUP
Fig. 1 presents a schematic diagram of the experimental setup used for the acquisition of the luminescence data.
The sample used for the characterization and test is a commercially available Pt-TFPP-based oxygen sensor spot
(PSt3, PreSens Precision Sensing GmbH). To control the temperature of the sample, this were placed in good
thermal contact with a copper plate, placed in a thermally insulated chamber. The temperature of this plate was
adjusted between 0 ◦ C and 45 ◦ C using a Peltier element and stabilized with a temperature controller (PTC10,
Stanford Research Systems). The oxygen concentration was adjusted using a self-made gas-mixing apparatus
which mixed dry air and N2 . In the following, the concentration of oxygen will be given in % of the oxygen
concentration of the dry air and indicated with % air.

Lock-in

LED
Driver

TIA

LED
405nm

Filter
Lens

PD

Filters
Lens
Dry air
N2

Gas
mixer

Sample
Temperature
controller

Figure 1. Schematic diagram of the optical experimental setup. Blue is the excitation, red the luminescence optical path.
PD: photodiode; TIA: trans-impedance amplifier.

The excitation light was provided by a 405 nm LED (VAOL-5EUV0T4, VCC Visual Communications Company, ), filtered by a short pass filter with cut-off at 498 nm (Semrock 498 SP Bright Line HC short pass) and
focused on the surface of the samples with a collimation lens. The luminescence focused by a lens was collected
by a photodiode (SFH 213 Osram) after filtering with a long pass filter with cut-off at 594 nm (Semrock 594 LP
Edge Basic long pass) and a short pass filter with cut-off at 682 nm (Semrock 682 SP Bright Line HC short pass).
The driver for the LED and the trans-impedance amplifier (TIA) are self-made. For the frequency generation and
the phase detection a two-phase lock-in amplifier (SR830, Stanford Research Inc.) was used. The modulation
frequency was varied between 200 Hz and 15 kHz.

4. ARTIFICIAL INTELLIGENCE APPROACH
The architecture of the multi-task neural network is shown in Fig. 2. The idea behind this MTL architecture is
that the common hidden layers generate as output a shared representation, that is then used as input to taskspecific hidden layers. While the common hidden layers learn features that are common to both parameters,
oxygen concentration and temperature, the two task-specific branches learn features specific to each quantity
and therefore improve the prediction accuracy. In this work, a network with three common hidden layers of 50
neurons each and two task-specific hidden layers of five neurons each was used. The sigmoid activation functions
was used for all the neurons. This architecture was chosen because it was previously proved on synthetic data to
be working optimally for this specific problem.13 The input to the network is a vector of 50 values of θ(wi )/θ0 (wi )
where wi with i = 1, ..., 50 are the modulation frequencies.
Multiple cost functions Li with i = 1, ..., nT , with nT the number of tasks, are required to use this network
architecture (see Fig. 2). The cost functions Li are the mean square error. The global cost function L is defined
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Figure 2. Architecture of the multi-task learning neural network. Li indicate the cost functions.

as a linear combination of the task-specific cost functions with weights αi
L=

nT
X
i=1

n

αi

d

1 X X [j]
[j]
(yi,k − ŷi,k )2
n j=1

(4)

k=1

where n is the number of observations in the input dataset; yi [j] ∈ Rdi is the measured value of the desired
[j]
quantity for observation j for branch i, with j = 1, ..., n; ŷi ∈ Rdi is the output of the branch i, when evaluated
th
on the j observation. The global cost function weights used here were α1 = 0.3, α2 = 5 and α3 = 1.13
The training was performed with a learning rate of 10−3 without using any batch. To minimize the cost
function, the optimizer Adaptive Moment Estimation (Adam)14, 15 was used. The implementation was performed
using the TensorFlowTM library. All the results shown in this paper have been obtained by training the model
for 2 · 104 epochs.
To compare results from different network models, the absolute error (AE) defined as the absolute value of
the difference between the predicted and the expected value for a given observation was calculated. In this paper
all the predictions of the network are for [O2 ] the output of branch 2, and for T the output of branch 3. For
example, the AE of the j th oxygen concentration observation [O2 ][j] is given by13
[j]

[j]

AE[O2 ] = |[O2 ]pred − [O2 ][j]
meas |.

(5)

The further quantity used to characterize the performance of the network is the mean absolute error (M AE),
defined as the average of the absolute value AE of Eq. 5. Again, for the oxygen prediction, using the training
dataset Strain , the M AE[O2 ] is defined as
M AE[O2 ] (Strain ) =

1
|Strain |

X

[j]

j∈Strain

where |Strain | is the size (or cardinality) of the training dataset.
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[j]

|[O2 ]pred − [O2 ]real |

(6)

Figure 3. Measured Stern-Volmer curve for selected temperatures at a fixed modulation frequency of 6 kHz. The arrow
marks increasing temperatures.

Finally, the kernel density estimate (KDE) of the distributions of the AEs was investigated to study the
distribution of the prediction probability distribution for both the oxygen concentration and the temperature.
The KDE is a non-parametric algorithm to estimate the probability density function of a random variable by
inferring the population distribution based on a finite data sample.16 In this work, a Gaussian Kernel and a
Scott bandwidth adaptive estimation17 using the seaborn Python package18 were used.
The experimental dataset was divided randomly in a training dataset containing 80 % of the data, used to
train the network, and a development dataset containing 20 % of the data, used to test the ability of the network
to generalize when applied to unseen data.

5. RESULTS
The experimentally measured Stern-Volmer curve is shown in Fig. 3 for selected temperatures. The curve is
clearly non-linear, as expected from Eq. 3. With increasing temperatures the quenching of the luminescence
increases, as it is expected for collisional quenching due to faster diffusion.1
3.0
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Figure 4. Performance of the neural network for the oxygen (left plot) and the temperature (right plot) predictions:
Normalized prediction distribution histogram (columns) and kernel density estimate (KDE) of the distribution of the
AEs (solid line). The corresponding M AE is also shown as a dashed line in each diagram.

The performance of the neural network in predicting the oxygen concentration and the temperature is analyzed
by investigating the distribution of the absolute error for each parameter AE[O2 ] and AET , as defined in Eq.
5. The results are summarized in Fig. 4, where the histogram of the AE, their average over all the values
M AE and the KDE are plotted. As shown in Fig. 4, the prediction of the oxygen concentration across all the
temperatures is practically always below an AE[O2 ] of 1 % air with a M AE[O2 ] of only 0.3% air. The prediction
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of the temperature is broader, but the error AET is almost always below 2 ◦ C. The M AET is 0.7 ◦ C. These
findings shoe that the neural network learns to predict both parameters simultaneously exceptionally well.
The results described above were obtained using an input vector of θ(ωi )/θ0 (ωi ) for all 50 modulation frequencies wi . A relevant question for practical implementation is which frequencies of the entire range used here
carry the most relevant information about the oxygen concentration and temperature dependence. Therefore, an
analysis of the dependence of the M AE[O2 ] of the modulation frequencies was carried out. The training and the
tests of the network were performed using an increasingly smaller input size vector. Specifically, starting from
the lowest modulation frequencies, an increasing number of values of θ(ωi )/θ0 (ωi ) were removed. The results are
shown in Fig. 5, where the M AE[O2 ] is plotted versus the lowest frequency used for the input vector.

Figure 5. Development of the M AE[O2 ] when reducing the range of the frequency sweep. The marked area indicates the
frequency range where the most useful physical information are contained.

Fig. 5 shows, that by removing points at low frequency, up to ca. 2000 Hz, the M AE[O2 ] is only marginally
affected, therefore indicating that the data at low frequency carry little useful information for the task of the
sensor. However, by further reducing the input vector size, particularly removing values of θ(ωi )/θ0 (ωi ) for
wi > 4000 Hz, the M AE[O2 ] jumps from an absolute error below 1 % air to 5 % air. By removing additional
points there is not an additional increase in the M AE[O2 ] , indicating that the crucial information is contained in
data taken with a modulation frequency in the range between 2000 and 6000 Hz. These findings are consistent
with observation that the maximum of the difference of the phase shift without quenching (in nitrogen) and with
the strongest quenching (in air) of the sample is around 3900 Hz. The results of this analysis indicate that the
sensor is expected to perform similarly well for a frequency sweep over a much reduced range. This relaxes the
requirements on the sensor electronics for a practical implementation. It is to be noted, that the useful frequency
range depends on the luminescence decay time and therefore, is determined by the choice of the luminophore.

6. CONCLUSIONS
In this work, the authors present a new approach to multiple luminescence sensing and demonstrate it with a
dual oxygen and temperature sensor. The sensor is based uses a single luminophore, a single excitation and one
detection channel. Thanks to a MTL neural network can predict the oxygen concentration and the temperature
with an mean absolute of error below 0.3% air and below 0.7 ◦ C respectively. These findings, therefore, prove
that, to build an accurate oxygen sensor is not necessary to implement a complex non-linear pseudo-physical
model describing the dependence of the measured quantity, here the phase shift, from the many influencing
parameters. A further advantage is that sensor-specific deviations from a simple Stern-Volmer model, arising
from the method for the immobilization of the indicators in the substrate, or even by sensor components, like
absorption filters or glues, are not relevant and will be learned from the network automatically. The price to pay
is the acquisition of a large amount of data, which however could be performed automatically by a setup, not
requiring manual intervention and human supervision.
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This work paves the road to a new and completely different approach in sensor development. Using artificial
intelligence is not necessary to define mathematical models to capture all influencing factors and to perfect the
hardware of the sensor to minimize undesired factors which cause interferences or cross-sensitivity. Once the
sensor hardware is given, that is all the optical, electronic, mechanical, and chemical components are assembled,
the neural network can be trained to learn to predict the quantities of interests.
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Abstract
A well-known approach to the optical measure of oxygen is based on the quenching of
luminescence by molecular oxygen. The main challenge for this measuring method is the
determination of an accurate mathematical model for the sensor response. The reason is the
dependence of the sensor signal from multiple parameters (like oxygen concentration and
temperature), which are cross interfering in a sensor-specific way. The common solution is
to measure the different parameters separately, for example, with different sensors. Then,
an approximate model is developed where these effects are parametrized ad hoc. In this
work, we describe a new approach for the development of a learning sensor with parallel
inference that overcomes all these difficulties. With this approach we show how to generate
automatically and autonomously a very large dataset of measurements and how to use it
for the training of the proposed neural-network-based signal processing. Furthermore, we
demonstrate how the sensor exploits the cross-sensitivity of multiple parameters to extract
them from a single set of optical measurements without any a priori mathematical model
with unprecedented accuracy. Finally, we propose a completely new metric to characterize
the performance of neural-network-based sensors, the Error Limited Accuracy. In general,
the methods described here are not limited to oxygen and temperature sensing. They can
be similarly applied for the sensing with multiple luminophores, whenever the underlying
mathematical model is not known or too complex.
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Abstract: A well-known approach to the optical measure of oxygen is based on the quenching
of luminescence by molecular oxygen. The main challenge for this measuring method is the
determination of an accurate mathematical model for the sensor response. The reason is the
dependence of the sensor signal from multiple parameters (like oxygen concentration and
temperature), which are cross interfering in a sensor-specific way. The common solution is to measure
the different parameters separately, for example, with different sensors. Then, an approximate
model is developed where these effects are parametrized ad hoc. In this work, we describe a new
approach for the development of a learning sensor with parallel inference that overcomes all these
difficulties. With this approach we show how to generate automatically and autonomously a very
large dataset of measurements and how to use it for the training of the proposed neural-network-based
signal processing. Furthermore, we demonstrate how the sensor exploits the cross-sensitivity of
multiple parameters to extract them from a single set of optical measurements without any a priori
mathematical model with unprecedented accuracy. Finally, we propose a completely new metric to
characterize the performance of neural-network-based sensors, the Error Limited Accuracy. In general,
the methods described here are not limited to oxygen and temperature sensing. They can be similarly
applied for the sensing with multiple luminophores, whenever the underlying mathematical model
is not known or too complex.
Keywords: artificial intelligence; neural network; machine learning; oxygen sensor; luminescence;
optical sensor; luminescence quenching; phase fluorimetry

1. Introduction
The simultaneous determination of multiple physical quantities can be very advantageous in
many sensor applications, for example, when an in-situ or a remote acquisition is required. If the
physical effect on which the measurement method is based presents cross-sensitivity between more
than one quantity, their simultaneous determination becomes a necessity. Optical luminescence sensing
is particularly attractive for multiple sensing. Since several parameters can be measured using the
same principle, namely luminescence, it is possible to use the same illumination or detection channels,
thus allowing a compact and simple sensor design.
The typical approaches to multiple sensing are based on either the use of a single luminescence
indicator (luminophore), in which the luminescence is sensitive to more than one physical quantity,
or the use of several luminophores, one for each quantity, embedded in a substrate and placed in close
physical proximity [1–9]. To be able to determine each quantity separately, it may be necessary to
determine more than one optical property (e.g., absorption spectrum, emission spectrum, luminescence
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intensity, decay time). Another possibility is to measure one single optical property using special
detection schemes that take advantage of the emission properties of the used luminophores [4,6,10–13].
The problem of dual sensing is particularly relevant in applications that involve oxygen
sensing. Since oxygen plays a major role for living organisms, the measurement of oxygen
partial pressure is of great relevance in fields which range from medicine and biotechnology,
to environmental monitoring [4,14]. One of the most used optical measuring approaches is based
on dynamical luminescence quenching. When colliding with molecular oxygen, the energy of the
excited luminophore is reduced due to radiationless deactivation. As a result, both the intensity and
decay time of the luminescence are reduced (quenched) [15]. The dependence of the measured sensing
quantity (e.g., luminescence intensity or decay time) on the relevant influencing factors needs to be
described through mathematical models with a sufficiently complex parametrization. Among the
cross-interfering quantities, temperature is the most relevant since both the luminescence and its
quenching are strongly temperature-dependent phenomena. Therefore, in any optical oxygen sensor,
the temperature must be continuously monitored, most frequently with a separate sensor, and used to
correct the calculated oxygen concentration [16]. This task can be difficult in practical implementation
and may become a significant source of error. Another disadvantage of this approach is that the
parametrization of the sensor response is system-specific since it depends on how the sensing element
was fabricated and on the sensor itself [17–22].
In this work, these difficulties are overcome through a new approach for sensor development
based on neural networks for parallel inference. This enables accurate dual-sensing, using one single
luminophore and by measuring a single quantity. Instead of describing the response of the sensor as a
function of the relevant parameters through an analytical model, a neural network was designed and
trained to predict both oxygen concentration and temperature simultaneously. Multi-task learning
(MTL) architectures were chosen for this new approach because they can learn correlated tasks [23–28].
In a previous purely theoretical study that used only synthetic data, the authors showed that MTL
architectures can be flexible enough to address multi-dimensional regressions problems [29] as required
by this new type of sensor. This work demonstrates for the first time that this is indeed true by building,
training and characterizing a real physical optical sensor based on this principle. To train the MTL
neural network and to test the performance of the sensor on unseen data, a very large amount of
data is needed. Since the collection cannot be performed by hand, a fully automated data collection
setup was developed and used to both vary the sensor environment conditions (gas concentration and
temperature) and to collect the sensor response.
This work proposes a paradigm shift from the classical description of the response of a sensor
through an approximate model, to the use of MTL based sensor learning thanks to neural networks.
These will learn the complex inter-parameter dependencies and sensor-specific response characteristics
from a large amount of data automatically collected. This new method will enable to build sensors
even if the response of the system to the physical quantities is too complex to be comfortably described
by a mathematical model.
2. Methods
2.1. Measurement Principle
Luminescence-based oxygen sensors usually are based on a luminophore in which luminescence
intensity and decay time decrease for increasing O2 concentrations. This reduction is due to collisions
of the excited luminophore with molecular oxygen, which thus provides a radiationless deactivation
process. The dependence of the luminescence intensity and decay time of the luminophores used for
oxygen sensing is best described by the Stern–Volmer (SV) equation [15]. Using a frequency-domain
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approach, the phase shift difference between the excitation and the emitted luminescence can be
approximated using a two-site model [30,31] and written as [32]

f (ω, T )
tan θ0 (ω, T )
=
+
tan θ (ω, T, [O2 ])
1 + KSV1 (ω, T ) · [O2 ]
 −1
1 − f (ω, T )
1 + KSV2 (ω, T ) · [O2 ]

(1)

where θ0 and θ, are the phase shifts without and with oxygen, f and 1 − f are the fractions of the
total emission for the two components, KSV1 and KSV2 are the corresponding Stern–Volmer constants,
and ω is the angular modulation frequency. It is to be noted that the quantities θ0 , f , KSV1 , and KSV2
are all temperature dependent [33–35]. Additionally, they also depend on the modulation frequency,
which in the case of f , KSV1 , and KSV2 is an artifact due to the approximate nature of the model. Finally,
Equation (1) needs to be inverted to determine [O2 ] from the measured quantity θ.
From Equation (1) it is evident that the phase shift cannot be easily used to determine the oxygen
concentration unless ω and T, the parameters f , KSV1 and KSV2 (including their dependencies from
ω and T) are known. The proposed sensor not only overcomes the above-mentioned difficulties in
finding an approximate mathematical model, but also allows the determination of multiple quantities
simultaneously.
2.2. Experimental Setup and Dataset
The luminophore used for oxygen detection is Pt-TFPP, commercially available as Oxygen
Sensor Spot (PSt3, PreSens GmbH, Regensburg, Germany). The optical setup for the luminescence
measurements is described in [36]. The large amount of data needed for the training and the test of
the neural network was acquired using an automated acquisition program written using the software
LabVIEW by National Instruments. The flow chart of the automated data acquisition program is
shown in Figure 1.
First, the program fixed the temperature and concentration of the gas in contact with the sensor.
Then, the phase shift was measured for 50 modulation frequencies between 200 Hz and 15 kHz.
This measurement was repeated 20 times. Next, keeping the temperature fixed, the program changed
the oxygen concentration, and the entire frequency-loop was repeated. The oxygen concentration was
varied between 0% air and 100% air in 5% air steps. Finally, the temperature was changed, and then
the oxygen and frequency loops where repeated. The temperature was varied between 5 ◦ C and 45 ◦ C
in 5 ◦ C steps. The total number of measurements was thus 50 (frequencies) times 20 (loops) times 21
(oxygen concentrations) times 9 (temperatures) for a total of 189’000, which required a total acquisition
time of approximately 65 h. This number of measurements was chosen as a compromise between
maximizing the number of data and avoiding photodegradation, which naturally occurs when the
sample is subjected to illumination.
2.3. Signal Processing Algorithm
The software component of this new sensor type is based on a neural network model (NNM).
An NNM is made of three components [37]: a neural network architecture (that includes how neurons
are connected, the activation functions and all the hyperparameters), a loss function (here indicated
with L) and an optimizer algorithm. In this particular work we use what is called a Multi Task Learning
(MTL) network architecture [25]. This architecture has different branches, each able to learn to predict
a separate quantity (in our case one T and [O2 ]). The details and parameters of the neural network
architecture, of the loss function and of the optimizer used in this work are studied and described in
detail in [29] and will not be described again here.
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Figure 1. Flow-chart of the automated data acquisition program.

The network was trained with two types of input to test its effectiveness. In the first case,
each observation consists of a vector of 50 values defined as


θ ( w1 ) θ ( w2 )
θ (w50 )
θs =
,
, ...,
(2)
90
90
90
where wi are the 50 values of the angular modulation frequency of the excitation light (see Section 2.2).
The measured phase shift was divided by 90 to normalize the inputs between 0 and 1. In the second
case, each observation is


θ ( w1 ) θ ( w2 )
θ (w50 )
θn =
,
, ...,
(3)
θ 0 ( w1 ) θ 0 ( w2 )
θ0 (w50 )
where θ0 (wi ) is the value of the measured phase shift without oxygen quenching at the angular
modulation frequency wi .
The loss function was minimized using the optimizer Adaptive Moment Estimation
(Adam) [37,38]. The implementation was performed using the TensorFlowTM library. The training
was performed with a starting learning rate of 10−3 . Two types of training were investigated to
compare the training efficiency and performance of the network. No-batch training: with this method
all the training data are used to perform an update of the weights and to evaluate the loss function.
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Mini-batch training: with this method the weights update is performed after the network has seen 32
observations (this number is called mini-batch size [37]). For each update of the weights, 32 random
observations are chosen from the training dataset without repetitions until all the training data are fed
to the network. The size of the mini-batch was chosen as a compromise between a good performance
(measured through the value of the loss function) and the duration of training.
No-batch training has the advantage of stability and requires less time for each epoch since it
performs one update of the weights using the entire training dataset. Mini-batch training is normally
more effective in reaching small values of the loss function in fewer epochs, but it requires more time
for each epoch [37]. In our experiments the training for 20’000 epochs took roughly five minutes
for no-batch training, and approximately 1 h with mini-batch training with mini-batch size of 32,
thus resulting ca. 12 times slower. The training has been performed on a 2.2 GHz 6-Core Intel Core i7,
with 32 GB of RAM. No GPU acceleration was used.
2.4. Sensor Performance Evaluation
To evaluate the performance of the sensor, the dataset S of measured data was divided into two
parts: one containing 80% of randomly chosen observations (indicated with Strain ), and one containing
the remaining 20% of the data (indicated with Stest ). All the results presented here were obtained by
measuring the different metrics on the Stest dataset.
The metric used to compare predictions from expected values is the absolute error (AE) defined
as the absolute value of the difference between the predicted and the expected value for a given
observation. The mean of the AE overall observations of a given dataset is the mean absolute error
MAE and is a further metric used to characterize the performance. In Section 3, the prediction
distribution of the AEs for both the oxygen and temperature predictions is discussed in detail. To better
illustrate this distribution, the kernel density estimate (KDE) of the AEs was also evaluated. Details on
the calculation of the AE, MAE and KDE can be found in [29].
Error Limited Accuracy
Generally, in a commercial sensor, the accuracy quantifies the performance of the sensor and
helps to decide if the chosen device is appropriate for the application of interest. The above-defined
metrics (AE, MAE and KDE) are useful to compare the performance of different NNMs but do not
help quantify which error the sensor reading will ultimately have in practice. For this reason, in this
work we introduce a new metric, called Error Limited Accuracy (ELA) and indicated with η.
ˆ the ELA η limited by
Definition 1. In a regression problem, given the metric AE, and a chosen value of it AE,
ˆ is defined as the number of predictions ŷ of the NNM that lie in the range |ŷ − y| ≤ AE,
ˆ with y
the error AE
ˆ
the expected value, divided by the total number of observations. It will be indicated with η ( AE). Given the set
ˆ ) = {ŷ[i] with i = 1, ..., n | |ŷ[i] − y[i] | ≤ AE
ˆ }
E( AE
ˆ ) is defined as
η ( AE
ˆ )=
η ( AE

ˆ )|
| E( AE
n

(4)

(5)

ˆ )| is the cardinality of the set E( AE
ˆ ) or, in other words, the number of its elements. y[i] and ŷ[i]
where | E( AE
are respectively the expected and predicted value of the target variable for observation i.
ˆ ) simply
This metric allows interpreting the regression problem as a classification one. η ( AE
describes how many observations are predicted by the NNM within a given value of the absolute
ˆ
error. In other words, it represents the percentage of predictions that are within a certain error AE.
ˆ
ˆ
Therefore, if we make AE big enough, all the predictions will be classified perfectly, so η ( AE) is
ˆ On the other hand, the smaller AE
ˆ is, the lower will be
expected to approach 1 for increasing AE.
ˆ for
the number of predictions correctly classified. We finally define AE as the minimum value of AE
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ˆ ) = 1, so the minimum value of the absolute error for which the network predicts all the
which η ( AE
observations correctly. This value (AE) can be interpreted as the biggest error in the sensor predictions.
3. Results and Discussion
3.1. Pt-TFPP Luminescence
As described in Section 2.1, the phase shift depends non-linearly on the oxygen concentration
according to the Stern–Volmer equation. It also depends on the temperature, which influences the
luminescence and the collision mechanisms, and on the modulation frequency of the excitation light.
The experimental observations for the phase shift for variations of these three quantities are shown in
Figures 2–4.
Figure 2 shows the measured phase shifts as a function of the oxygen concentration at a constant
modulation frequency of 6 kHz and for increasing temperatures. For clarity, the results at selected
temperatures are shown. The decrease of the phase shift due to the collisional quenching is clearly
visible in all curves. The phase shift is, as expected, also strongly temperature-dependent. For [O2 ] = 0,
in the absence of oxygen, the reduction of the phase shift with increasing T is due to temperature
quenching; the influence of temperature becomes stronger at higher oxygen concentration, as a result
of the increase of the diffusion rates of oxygen through the sample.

Figure 2. Measured phase shift as a function of the oxygen concentration for selected temperatures at a
fixed modulation frequency of 6 kHz. The arrow marks increasing temperatures.

Figure 3. Measured phase shift as a function of the modulation frequency for selected temperatures at
a fixed oxygen concentration of [O2 ] = 20% air. The arrow marks increasing temperatures.
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Figure 4. Measured phase shift as a function of the modulation frequency for selected oxygen
concentrations at a fixed temperature of T = 25 ◦ C. The arrow marks increasing oxygen concentrations.

For a given oxygen concentration, the phase shift is strongly dependent on the modulation
frequency, as it can be seen in Figure 3, where the shape of the frequency response is determined by
the distribution of decay times of the sample. From the figure it is visible that the reduction of the
phase shift with increasing temperatures is not constant but depends on the modulation frequency.
For completeness, the effect of the oxygen concentration on the frequency response at a fixed
temperature is shown in Figure 4. Compared to Figure 3, the frequency response of the sample is
affected more strongly by the oxygen concentration than by temperature. In other words, the sample
has a higher sensitivity to oxygen than to temperature.
The measurements of Figures 2–4 show how similar the curves of the phase shift are for different
values of oxygen, temperature and modulation frequency. This helps to understand why it is not
possible from the measurement of the phase shift, or even of the phase shift for varying modulation
frequencies, to simultaneously determine both the oxygen concentration and the temperature
using Equation (1). The temperature must be known in advance and used to compute the oxygen
concentration. This is no longer the case for the proposed sensor, as it will be shown in the next section.
3.2. Sensor Performance
First, the effect of the training on the sensor performance was investigated. As described
previously, the neural network was trained with no-batches and with mini-batches. For this comparison
the network was trained for 20’000 epochs using the input observations θ s as defined in Equation (2).
The results for AE[O2 ] and AET are shown in Figure 5A,B, respectively. The blue histogram shows
the AE distribution when using no-batch, the gray when using mini-batches of size 32. The KDE
profiles help to illustrate the features of the histogram. The effect of introducing mini-batches on the
performance is significant. The predictions distributions get much narrower, the mean average errors
decrease from MAE[O2 ] = 2.4% air and MAET = 3.6 ◦ C to MAE[O2 ] = 1.4% air and MAET = 1.6 ◦ C.
Although the performance is significantly improved, from Figure 5A,B it can also be clearly seen that
errors as high as approximately 5% air for [O2 ] or 12 ◦ C for T are still possible.
Figure 5C,D shows the effect of the training length. Here the comparison is between prediction
distributions with 20’000 and 100’000 epochs (always using a mini-batch of size 32), using the input
observations θ s as defined in Equation (2). The effect of longer training is a dramatic improvement in
the performance. When the network was trained for 100’000 epochs the mean average errors were
reduced to only MAE[O2 ] = 0.22% air and MAET = 0.27 ◦ C. Additionally, all the predictions for [O2 ]
lie below 0.94% air, and for T lie below 2.1 ◦ C.
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Figure 5. Distributions of the neural network predictions for the oxygen concentration (panels (A,C,E)
and for the temperature (panels (B,D,F). In all panels the normalized prediction distribution histogram
(columns), the kernel density estimate KDE of the distribution of the absolute errors AEs (solid line),
and mean absolute errors MAEs (dashed vertical line) are shown. Panels (A,B): Comparison between
training using no batches (NB) and using mini-batches (MB) with a batch size of 32 both trained
for 20’000 epochs; the input of the network is θ s . Panels (C,D): Comparison between training using
mini-batches (MB) with a batch size of 32 for 100’000 and 20’000 epochs; the input of the network is θ s .
Panels (E) and (F): results with a training using mini-batches (MB) with a batch size of 32 for 20’000
epochs and using the input of the network is θ n .

The results of Figure 5C,D demonstrate two new findings: (1) with the proposed approach, it is
possible to predict both [O2 ] and T at the same time from the phase shift using a single luminophore
and a set of measurements; (2) the prediction has an expected error that is comparable or below
the typical accuracy of commercial sensors. The possibility of dual sensing paves the road to the
development of a completely new generation of sensors. The price to pay is that the training of a
network for 100’000 epochs requires approximately 5 h on the hardware described earlier.
To investigate if the training can be performed more efficiently, the normalized phase shift θ n
defined in Equation (3) was used as input to the network. The performance of the network in this
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case, with a mini-batch size of 32 and a training of 20’000 epochs is shown in Figure 5E,F. With this
input the performance is further improved: even if the number of epochs is only 20’000 the mean
average errors are better than what was obtained with θ s and a training of 100’000 epochs, achieving
MAE[O2 ] = 0.13% air and MAET = 0.24 ◦ C. The distributions are also narrower, particularly for the
temperature. Additionally, all the AE[O2 ] lie below 0.87% air, and AET below 1.7 ◦ C. This type of
training is clearly more efficient. The reason may lie in the additional information which is fed to
the network when using the input θ n and in the simplified functional behavior of θ n compared to θ s
(see Equation (1)).
The performance of the different neural networks is summarized in Table 1.
Table 1. Summary of the performance of the sensor for different neural network models.
Input

Epochs/Batch Size

M AE[O2 ]

M AE[T ]

θs
θs
θs
θn

20’000/no batch
20’000/32
100’000/32
20’000/32

2.4% air
1.4% air
0.22% air
0.13% air

3.6 ◦ C
1.6 ◦ C
0.27 ◦ C
0.24 ◦ C

The response time of the sensor is due to the sum of two contributions: the actual measurement
time of the phase shift and the time needed by the algorithm to calculate the oxygen concentration
and temperature. The measurement time for 50 frequencies with our setup was below one minute
but could be easily improved by reducing the time delays in the communication between the various
instruments.
3.3. Error Limited Accuracy
The metrics discussed in the previous sections are useful to compare the network performance
and to measure how good the predictions are. However, they do not offer an understanding on what
a sensor built with such a model could achieve. For practical applications, the relevant question is
rather what is the maximum error the sensor will have in predicting the oxygen concentration and
temperature. To answer this question, the ELA (η) defined in Section 2.4 can be used.
c ) for oxygen concentration (A) and for the temperature (B). In each
Figure 6 displays the ELA η ( AE
panel, the results obtained with the bests models described before are shown: the ELAs using the
input θ n and a training for 20’000 epochs are shown in black, and the ELAs obtained using the input θ s
and a training for 100’000 epochs in red. In both cases, the training was performed with mini-batches
of size 32. The dashed lines indicate the values of the AE[O2 ] and AE T for which the error limited
accuracy η equals 1. In other words, all the predictions will have an error equal or smaller than AE.
From Figure 6A can be seen that, for the network trained with θ s as input, the model would
predict perfectly all the oxygen concentrations within 0.95% air error. For the network trained with
θ n this value is further reduced to 0.87% air. AE[O2 ] can be interpreted as the accuracy a sensor based
on this NNM would have. Figure 6B shows the results of the same analysis for the temperature
measurement. The interpretation is similar to the one given above for the oxygen concentration.
For the network trained with θ s as input, the model would predict perfectly all the temperature values
within AE T = 2.1 ◦ C error. For the network trained with θ n this value would be AE T = 1.7 ◦ C.
The values of AE[O2 ] and AE T are summarized in Table 2.
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Figure 6. Comparison of the ELA η: Panel (A) oxygen prediction, panel (B) temperature prediction.
The black lines are the results obtained with a network that was trained with θ n as input for
20’000 epochs with mini-batchs of size 32, while the red ones with θ s as input for 100’000 epochs
with mini-batchs of size 32. The dashed lines indicates the values of the AE for which the predictions
would give η = 1.
Table 2. Summary of the values of AE for the cases shown in Figure 6A,B.
Input

Epochs/Batch Size

AE[O2 ]

AE T

θs
θn

100’000/32
20’000/32

0.95% air
0.87% air

2.1 ◦ C
1.7 ◦ C

4. Conclusions
In this work, the realization of a new type of sensor based on luminescence sensing is presented.
The proposed sensor allows parallel inference, or the extraction of multiple physical quantities
simultaneously, from a single set of measurements without any a priori mathematical model, even in
the presence of cross interferences. Classical approaches to this type of problem in physics can be
challenging or impossible to solve if the mathematical models describing the functional dependencies
are too complex or even unknown.
This sensor, which uses a single luminophore and a single measuring channel can measure
simultaneously both the oxygen concentration and the temperature of a medium. This is achieved using
a multi-task learning neural network model, which was trained on a very large dataset. The results in
the prediction of the oxygen concentration and temperature show unprecedented accuracy for both
parameters, demonstrating that this approach could open up the possibility of a new generation of
dual- or even multiple-parameter sensors. Estimating the accuracy of a sensor based on a given NNM
approach is intrinsically difficult. For this reason, the new metric Error Limited Accuracy ELA is
proposed. The ELA enables to estimate how many predicted values lie within a certain absolute error
from the expected measurement. This new metric allows therefore the estimation of the maximum
measurement error of any NNM-based sensor.
The ability to predict both [O2 ] and T at the same time, from a single set of data obtained with a
single indicator, has profound implications for the development of luminescence sensors. Sensors will
become easier and cheaper to build since no separate temperature measurements are necessary
anymore. Generally, this work shows that the effect of interferences can be learned by the neural
network and do not need to be corrected for in the data processing.
This work opens the road to complete new optical sensing approaches for future generations of
sensors. Those sensors will be able to extract multiple physical quantities from a common set of data at
the same time to achieve consistent results that are both accurate and stable. The described approach
is relevant for many practical applications in sensor science and demonstrates that this model-free
approach has the potential of revolutionizing optical sensing.
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The determination of multiple parameters via luminescence sensing is of great interest for
many applications in different fields, like biosensing and biological imaging, medicine, and
diagnostics. The typical approach consists in measuring multiple quantities and in applying
complex and frequently just approximated mathematical models to characterize the sensor
response. The use of machine learning to extract information from measurements in sensors
have been tried in several forms before. But one of the problems with the approaches so far,
is the difficulty in getting a training dataset that is representative of the measurements done
by the sensor. Additionally, extracting multiple parameters from a single measurement has
been so far an impossible problem to solve efficiently in luminescence. In this work a new
approach is described for building an autonomous intelligent sensor, which is able to produce
the training dataset self-sufficiently, use it for training a neural network, and then use the
trained model to do inference on measurements done on the same hardware. For the first time
the use of machine learning additionally allows to extract two parameters from one single
measurement using multitask learning neural network architectures. This is demonstrated
here by a dual oxygen concentration and temperature sensor.
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Abstract: The determination of multiple parameters via luminescence sensing is of great interest
for many applications in different fields, like biosensing and biological imaging, medicine, and
diagnostics. The typical approach consists in measuring multiple quantities and in applying complex
and frequently just approximated mathematical models to characterize the sensor response. The use
of machine learning to extract information from measurements in sensors have been tried in several
forms before. But one of the problems with the approaches so far, is the difficulty in getting a training
dataset that is representative of the measurements done by the sensor. Additionally, extracting
multiple parameters from a single measurement has been so far an impossible problem to solve
efficiently in luminescence. In this work a new approach is described for building an autonomous
intelligent sensor, which is able to produce the training dataset self-sufficiently, use it for training
a neural network, and then use the trained model to do inference on measurements done on the
same hardware. For the first time the use of machine learning additionally allows to extract two
parameters from one single measurement using multitask learning neural network architectures.
This is demonstrated here by a dual oxygen concentration and temperature sensor.
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1. Introduction
In its most general form, a sensor is some kind of device (analog or digital) that
responds to some input from the physical environment. Examples are light [1,2], motion [3,4], pressure [5,6], moisture [7,8] sensors just to cite a few. The output is typically
some human-readable information that can be visualised directly on the sensor or can be
transmitted over a network for further analysis or processing. To decode the input from the
environment in human-readable format, a mathematical model of some form is required.
For example, in a mercury-based glass thermometer the height of the mercury column
can be translated to temperature thanks to the thermal expansion properties of mercury.
The scale printed on the thermometer itself is obtained by using a mathematical formula
that link the volume of the mercury with its temperature, often obtained by calibration
(meaning by measuring the temperature with a reference sensor, and comparing it with
the mercury column height). Today, sensors are of course more complex, and are often
at the fore front of technology. Examples incude motion sensors, lidar, radar, chemical
sensors and so on. Regardless of their complexity, all of them still rely on some form of
mathematical model that needs to be known and tuned during construction and calibration.
Often those mathematical models contains artificially introduced parameters that help to
take into account variations due to tolerances in the construction, cross-interferences or
limitations of the sensor itself. Those parameters are then determined in a calibration phase,
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but may be (and often are) different for each sensor produced. Look-up tables with values
of those parameters in different input ranges are sometimes used to increase the range of
applicability of sensors. All the aspects described above make innovation in the sensor
field difficult and expensive. In fact, improving the performance of specific devices, often
involves materials or construction processes that are more expensive and more difficult to
use. As a consequence, new and better sensors tends to be expensive and therefore less
accessible by a larger public, including, for example, third-world countries.
With the advancement of artificial intelligence, in the last years, a new research field
has appeared that shows the biggest potential for innovation and disruption: smart sensor
technology. New sensors that uses machine learning have been discussed in many fields,
from agriculture to smartphones [9–11]. For example, technological advancements in this
field offer impressive innovation in medical devices [12]. These sensors can provide
unprecedented medical analysis and diagnosis methods in rural and underdeveloped areas.
Demand for devices in health care by governments of several countries is one of the main
factor that will increase the demand in the sensor market for smart devices in the next five
years [13].
This increased demand in smart sensor technologies poses the question of how the
new generations of smart sensors must look like, and what are the main characteristics
that they must have to differentiate themselves from classical sensors. It is fundamental
to move to a completely new generation of sensing technologies that will be easier, less
expensive, more portable and less fragile than what is available today.
Democratising sensors, or in other words make them available to a much wider
population, will mainly drive the innovation in smart sensor technology in the next five to
ten years, due to an exceptional demand [13]. This can only be achieved by eliminating the
need of expensive materials, complicated calibration procedures and large mathematical
models with many parameters that needs to be tuned.
Examples of applying artificial intelligence to sensors have appeared in growing
numbers in the past few years, but no one, to the best of the author’s knowledge, so far
have yet described a new type of sensor that does not rely on a mathematical model,
can be built with cheap materials, is portable and can reach the performance of existing
commercial sensors.
2. Autonomous Intelligent Sensor
The authors were able for the first time, in the field of oxygen concentration measurement, to build a first prototype of this new generation of sensors [14], that have been called
Autonomous Intelligent Sensors (AISs). The built prototype demonstrates how a paradigm
shift from the classical description of the response of a sensor through an approximate
model, to the use of a machine learning approach, is not only possible but a necessity for
future generations of sensors.
A schematic representation of an AIS, as described by the authors, can be seen in
Figure 1.
An AIS can learn the complex inter-parameter dependencies and sensor-specific
response characteristics from a large amount of data automatically collected. This new
method will enable to build sensors even if the response of the system to the physical
quantities is too complex to be described by a mathematical model. An AIS will train
a machine learning algorithm with a training dataset collected autonomously, and then
use the same algorithm for inference on input data measured by the same hardware that
generated the training dataset. The mathematical model will be, if the reader accept an
intuitive explanation, learned directly from the sensor itself. No need of knowing an
a-priori mathematical model will be necessary anymore. Such approach will also allow
the use of less expensive construction processes or materials, as the machine learning
algorithms will learn to compensate for defects or less precise construction processes.
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Figure 1. A schematic representation of an autonomous intelligent sensor (AIS). This is how future
generations of sensors will look like.

2.1. AIS Prototype for Oxygen Sensing
The protype built by the authors in [14] is a luminescence based sensor, that was used
to measure at the same time oxygen concentration and temperature. The simultaneous
determination of multiple physical quantities (multiple sensing) is known to be a hard
problem, and is normally solved by complex measuring processes or by the combination of
different sensors in one single device [1,15–26].
The measuring principle is dynamical phosphorescence quenching. When colliding
with molecular oxygen, the energy of the excited luminophore is reduced due to radiationless deactivation [27]. The AIS built by the authors enables accurate dual-sensing by
measuring one single quantity using Multi Task Learning (MTL) neural networks [28] that
can predict both oxygen concentration and temperature [11,29]. MTL architectures have
been used because they can learn correlated tasks [30–35]. The authors previously showed
with a purely theoretical study that used only synthetic data, that MTL architectures can
be flexible enough to address multi-dimensional regressions problems [11] as required by
an AIS.
The work to build the first prototype of an AIS, as reported in the two main author’s
papers [11,29], demonstrate for the first time that a new generation of sensors (AISs) are
possible and can satisfy most of the needs of a future generation of sensors.
3. Future of Smart Sensors
In this section the authors would like to summarize how a new generation of smart
sensors should look like, and indicate which research topics are the most important to
develop the necessary new technologies for future generations of sensors. The list is not
ordered by importance, and future research in this field may well bring up new topics or
make some of those listed obsolete. The list is also not intended to be exhaustive, but has
the goal of raise awareness in the research community to the most important aspects of this
discussion. This new generation of sensors will be indicated here with the abbreviation
of AIS.
•

•
•

An AIS should not need a mathematical model to decode the physical or chemical
response into something human-readable. Machine learning algorithms can be used
to let the sensor find the necessary mathematical formulas autonomously. Neural
networks, as the authors proved in one particular case [11,29], are an extremely
efficient class of algorithms in this regard.
An AIS should not be expensive to build, and should rely on materials and electronics
that are commercially easy to find.
An AIS should not need a complicated calibration processes. The training of the
machine learning algorithm must be possible on the field by everyone with minimal
technical training. This will make possible the deployment of such technologies in
rural areas and underdeveloped countries.
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•

•

An AIS should not rely on, unless needed by specific requirements, an active internet
connection. Updates to software and models should not be a necessity, and should be
avoided if possible.
When developing an AIS, focus should be given to the software, and in particular to
the machine learning algorithms used and not to material or complicated construction.
The goal is to build sensors that can be used in the most different conditions and
should not require a laboratory environment to be used in.

The authors hope that this list will foster research in these areas for future generations
of sensors.
4. Conclusions
In this paper the authors have described a new generation of sensors that does not
need any a-priori mathematical model. In [11,29] they also describe an AIS prototype that
can extract multiple physical quantities (oxygen concentration and temperatures) at the
same time from one single measurement. This prototype can extract two physical quantities
without knowing in advance how they are related to each other. This capacity has profound
implications for developing new generations of sensors in this particular field, as they
will become easier and cheaper to build since no separate temperature measurement or
hardware will be necessary. In this paper the reasons why a new generation of sensors
is needed is discussed addressing aspects as innovation potential, easy of build and
deployment challenges in underdeveloped and rural areas. The authors have also given a
list of the most important characteristics that a new generation of sensors should have to
enable a democratisation of sensors.
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Abbreviations
The following abbreviations are used in this manuscript:
MTL
AIS
CPU
lidar

Multi Task Learning
Autonomous Intelligent Sensor
Central Processing Unit
Light Detection and Ranging
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