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Abstract. Future precision cosmology from large-scale structure experiments including the

Dark Energy Spectroscopic Instrument (DESI) and Euclid will probe wider and deeper cosmic
volumes than those covered by previous surveys. The Cartesian power spectrum analysis
of anisotropic galaxy clustering based on the Fourier plane wave basis makes a number of
assumptions, including the local plane-parallel approximation, that will no longer be valid on
very large scales and may degrade cosmological constraints. We propose an approach that
utilises a hybrid basis: on the largest scales, clustering statistics are decomposed into spherical
Fourier modes which respect the natural geometry of both survey observations and physical
effects along the line of sight, such as redshift-space distortions, the Alcock–Paczyńsky and
light-cone effects; on smaller scales with far more clustering modes, we retain the computational
benefit of the power spectrum analysis aided by fast Fourier transforms. This approach is
particularly suited to the likelihood analysis of local primordial non-Gaussianity fNL through
the scale-dependent halo bias, and we demonstrate its applicability with N -body simulations.
We also release our public code harmonia for galaxy clustering likelihood inference in spherical
Fourier or hybrid-basis analyses.
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1

Introduction

In the past decades, the strongest cosmological model constraints have mostly come from fullsky temperature and polarisation measurements of the cosmic microwave background (CMB),
with the now decommissioned Planck 1 satellite providing percent-level precision on the standard ΛCDM model parameters [1]. However, as primary CMB probes gradually saturate the
cosmic variance bound, large-scale structure (LSS) observations have become an indispensable
and complementary tool for studying the Universe with 3-dimensional data sets. In particular,
the clustering of galaxies as tracers of the underlying matter distribution offers powerful methods for measuring the late-time expansion history through baryon acoustic oscillations (BAOs)
as well as the growth of cosmic structure from redshift-space distortions (RSDs). Recent
experiments such as the Baryon Oscillation Spectroscopic Survey2 (BOSS) and its extension
eBOSS3 have already provided some competitive results to CMB analyses [2, 3]. Upcoming
galaxy redshift surveys, such as the Dark Energy Spectroscopic Instrument4 (DESI) and
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Euclid 5 [4, 5], will map out unprecedented cosmological volumes and thus be able to probe
local primordial non-Gaussianity (PNG) and relativistic effects that leave scale-dependent
signatures on cosmological scales approaching the Hubble horizon size; these studies are
important for differentiating amongst a plethora of inflationary models and testing the nature
of gravity on ultra-large scales [6–16].
In linear perturbation theory, cosmic fluctuations are well described by Gaussian random
fields if the initial conditions are also Gaussian. All statistical information is encoded in the
2-point correlator, which can be described either in configuration space by the correlation
function ξ(r) or in Fourier space by the power spectrum P (k), though the latter is better at
disentangling fluctuations on different scales. Under the cosmological principle, the underlying
matter power spectrum is expected to be spatially homogeneous and isotropic on large scales,
but the observed power spectrum of galaxies is not, since their spatial positions have to
be inferred from the observed redshift and angular positions in the sky. This process can
be affected by both RSDs and the Alcock–Paczyński (AP) effect, which result in apparent
distortions in the galaxy distribution with anisotropies induced around the line of sight [17, 18].
However, conversely, by measuring galaxy clustering anisotropies, one could in turn constrain
the growth rate of structure and cosmological distances.
Following the seminal work by Kaiser [17], it has now become the standard galaxy
clustering analysis to adopt the anisotropic galaxy power spectrum P (k, µ) or equivalently
its Legendre multipoles P` (k) as the summary statistics, both of which are defined with
respect to a fixed global line of sight n̂ in the so-called distant-observer and plane-parallel
approximations. Furthermore, in more complex non-linear model extensions to redshift-space
galaxy clustering [e.g. 19], P (k, µ) remains the key observable predicted by perturbation
theory. Although these approximations have been justified for past surveys with small sky
coverage or for analysis of N -body simulations confined to a Cartesian box, the intrinsic
spherical geometry of LSS observations with the observer centred at the origin means that
P (k, µ) cannot actually be measured directly. The discrepancy between global plane-parallel
predictions of the multipoles and local plane-parallel estimators, which depend on the choice
of n̂ that does vary across the survey volume but force the same n̂ for pairs of galaxies is
known as the wide-angle effect, and it can be a significant systematic on large scales and
degrade constraints on cosmological parameters [20–22]. It has recently been shown that,
even for BOSS-like data sets, wide-angle effects coupled to the survey window can contribute
up to 5 % uncertainties in the even multipoles and dominate the odd multipoles which are
important to searches for relativistic effects [22].
To deal with this critical issue, new estimators for the 2-point function in configuration
space have been proposed [23–25], and perturbative wide-angle corrections in Fourier space
have also been recently derived [22, 26, 27]. Yet despite these efforts, the Cartesian power
spectrum analysis still encounters challenges on other fronts. For instance, the analysis is
tomographic, which requires fine-tuned binning in redshift; the covariance matrix is essentially
a 4-point function and typically intractable analytically, so a large number of mock catalogues
are needed for estimation, but this is computationally costly and often does not take cosmology
dependence into account [28, 29], and has to allow for errors in the covariance matrix [30–33].
At a more fundamental level, the power spectrum analysis is based on the plane wave basis
which forces the survey geometry to align with a Cartesian coordinate system. Given much
of the physics affecting galaxy clustering, e.g. relativistic and light-cone effects, is along the
5

euclid-ec.org

–2–

line-of-sight direction, a natural question arises as to whether there is an alternative approach
to analysing anisotropic galaxy clustering on large scales that respects the symmetries of the
problem [e.g. 27].
Indeed, such an approach has been proposed before: the 3-dimensional spherical Fourier
analysis, also known as spherical harmonic analysis, was first laid down in refs. [34, 35] and
then subsequently applied to the Infrared Astronomical Satellite (IRAS) Point Source Catalog
Redshift (PSCz) Survey6 [36–38], the 2-Micron All-Sky Redshift Survey (2MASS)7 [39, 40],
and the final catalogue of the 2-Degree Field Galaxy Redshift Survey8 (2dFGRS) [41]. The
analysis procedure is in general more complex and computationally expensive, and thus
less economical for past surveys covering a small sky fraction. In recent years there has
been renewed interest in this approach [42–48], owing to the need for a methodology suited
for future wide surveys that can probe much large cosmological scales for studying PNG
and relativistic effects. However, because of the computational costs and the difficulty in
formulating non-linear galaxy clustering models in the spherical Fourier analysis, the Cartesian
power spectrum analysis aided by fast Fourier transforms (FFTs) is currently preferred.
Inspired by the use of hybrid estimators in CMB studies [49–55], we set out to investigate
in this work whether a hybrid-basis approach to likelihood inference from galaxy clustering
measurements is viable; this is akin to Planck’s low-` likelihood directly built from map
pixels and high-` likelihood based on the compressed pseudo-C` estimator [56–58]. We
propose a Fourier analysis that uses spherically decomposed statistics to describe anisotropic
clustering on the largest scales in the survey, and switches to the Cartesian power spectrum
analysis on comparatively smaller scales. The key advantage of this approach is that while the
computational edge of FFTs is utilised when the clustering modes are numerous, the spherically
decomposed clustering statistics can also faithfully capture physical and observational effects
parallel and transverse to the line of sight without making any geometric approximations,
which impact measurements on very large scales in particular. We present our work as follows:
1) In section 2, we first review both RSD and the AP effects that give rise to anisotropies in
galaxy clustering; these are typically described by the power spectrum P (k, µ) and equivalently its Legendre multipoles P` (k) in the distant-observer and global plane-parallel
approximations. We also discuss window effects in incomplete survey observations;
2) In section 3, we introduce the FFT-based Yamamoto estimator for measuring the power
spectrum multipoles P` (k) in the local plane-parallel approximation [59–62]. We revisit
the wide-angle effect and discuss the root cause of the discrepancy between clustering
measurements and the theoretical observable P (k, µ), which is that the Cartesian plane
wave basis does match the inherent geometry of the survey;
3) Next, we introduce the spherical Fourier analysis in section 4 and extend the original
works of refs. [34, 35]. By making comparisons as well as connections between the
spherical Fourier and Cartesian power spectrum analyses, we motivate the hybrid-basis
approach to analysing galaxy clustering measurements;
4) In section 5, we lay out the steps involved in constructing the likelihood function in
the hybrid-basis analysis, and discuss the technical aspects of likelihood evaluation. We
6

irsa.ipac.caltech.edu/Missions/iras.html
old.ipac.caltech.edu/2mass
8
2dfgrs.net
7

–3–

then demonstrate the applicability of our methodology in section 6 by inferring the local
PNG parameter fNL from N -body simulations with (non-)Gaussian initial conditions.
We conclude and motivate future work in section 7.
Since the spherical Fourier analysis of galaxy clustering is less common in practical
applications than the Cartesian power spectrum analysis, we have made the code used in this
work publicly available as a Python package named harmonia,9 which could be useful for
future work including the survey analysis of upcoming DESI and Euclid missions.

2

Anisotropic galaxy clustering

Let us first consider the underlying connection between the galaxy over-density field δ(r, z)
and the matter density contrast δm (r, z) as they co-evolve with cosmological redshift z in real
space. At comoving coordinates r, the galaxy over-density field is defined by
δ(r, z) =

n(r, z) − n̄(r, z)
,
n̄(r, z)

(2.1)

where n̄(r, z) = hn(r, z)i is the ensemble expectation of the observed galaxy number density
field n(r, z). In the absence of survey window effects, n̄(r, z) ≡ n̄(z) is the spatially homogeneous background number density. In the linear perturbative regime, if one ignores lensing or
relativistic contributions, then
δ(r, z) = bk (z)D(z)δm,0 (r) ,

(2.2)

where bk (z) is the possibly scale-dependent linear galaxy bias, D(z) is the linear growth factor
normalised to D0 = 1, and the subscript ·0 denotes a quantity evaluated at the present epoch
z = 0 [48]. Note that since one could only detect galaxies along the past light-cone, the
comoving coordinates r and redshift z are no longer independent in observations but rather
are related by the distance–redshift relationship r = χ(z) in a particular cosmological model.
Just like the underlying matter distribution, the clustering of galaxies in real space is
expected to be statistically homogeneous and isotropic on large scales under the cosmological
principle. However, two sources of anisotropy can be introduced in observations, which we
discuss in the following subsections: redshift-space distortions, which occur as the inferred
line-of-sight position of a galaxy from its redshift is affected by peculiar motions [17]; and
the Alcock–Paczyńsky effect, which arises when the radial and transverse comoving distances
calculated from galaxy redshifts and angular positions in a fiducial cosmological model
are rescaled differently compared to the true cosmology [18, 63]. Moreover, incomplete
survey observations will also introduce spatial variations in the background number density
and thus produce window effects in measured clustering statistics, which we discuss in the
final subsection.
Throughout this work, the following convention for the Fourier transform of a field f (r) ∈
R3 and its inverse is adopted:
f (k) =

Z

d3 r e−ik·r f (r) ,

f (r) =

Z

d3 k ik·r
e f (k) .
(2π)3

Under periodic boundary conditions imposed on a rectangular box of side lengths Lx , Ly , Lz ,
the plane wave basis {|ki = |kx , ky , kz i} (in bra–ket notation) is discretised, with wave
9
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numbers being multiples of the fundamental wave number ∆kx,y,z = 2π/Lx,y,z . The inverse
transform then becomes an expansion,
f (r) =

1 X
f (k) hr|ki ,
V k

(2.3)

where V = Lx Ly Lz and hr|ki = e ik·r . The Dirac and Kronecker delta functions are respectively
represented by
δ D (r − r0 ) =
2.1

1 X
hr|ki hk|r0 i ,
V k

K
δkk
0 =

1
V

Z
V

d3 r hk|ri hr|k0 i .

(2.4)

Redshift-space distortions

For a galaxy that is moving relative to the background expansion of the Universe under the
influence of the local gravitational field, its observed redshift z obs differs from the cosmological
redshift z owing to the Doppler effect,
z obs ' z +

v · r̂
,
ac

(2.5)

where v is peculiar velocity, a(z) is the scale factor and c is the speed of light [64]. In the
observer’s frame of reference, the redshift-space coordinates s are mapped from the real-space
coordinates r along the radial direction by
s = χ(z obs ) = r + u

(2.6)

to linear order, where u = v · r̂/(aH) and H(z) is the Hubble parameter.
By considering the local conservation of the observed galaxy number density, n(r) d3 r =
n(s) d3 s, Kaiser first showed that in linear perturbation theory the redshift-space galaxy
over-density field is given by [17]
δ(s, z) = [bk (z) + f (z)D(r)]δm (r, z) ,

(2.7)

where f (z) = d ln D/d ln a is the linear growth rate and
D(r) =

∂r2 ∇−2

∂ ln n̄(r, z) ∂r −2
+ 2+
∇
∂ ln r
r




(2.8)

is the RSD operator. If we were to Fourier transform the field δ(s, z), the second term in the
RSD operator above would introduce mode coupling which complicates the modelling of the
redshift-space power spectrum; however, in the distant-observer approximation where this
mode-coupling term can be neglected, the RSD operator reduces to D(r) = ∂r2 ∇−2 [17, 65].
Therefore the galaxy clustering mode in Fourier space is given by10
δ(k) = bk δm (k) + f

Z

2

d3 r e ik·r k̂ · r̂ δm (r) .

(2.9)

To further simplify this result, the global plane-parallel approximation is ubiquitously adopted
— it assumes that the cosine of the angle between the mode vector and the line of sight,
10
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µ = k̂ · r̂, becomes independent of r̂ if there is a global line of sight n̂ for which µ ≈ k̂ · n̂.
The equation above is then reduced to




δ(k) = bk + f µ2 δm (k) ,

(2.10)

where the addition of f µ2 signifies that the effect of RSDs is to introduce a quadrupole
anisotropy about the line of sight in the galaxy clustering mode. The redshift-space galaxy
power spectrum is therefore 2-dimensional in effect,


P (k) = P (k, µ) = bk + f µ2

2

Pm (k) ,

(2.11)

in contrast to the underlying matter power spectrum which is isotropic and thus effectively
1-dimensional.
2.2

The Alcock–Paczyńsky effect

Just as the radial position of galaxies is inferred from their redshift with the comoving
distance–redshift relationship, which depends on the Hubble parameter H(z), the transverse
separation between galaxies also needs to be inferred from their angular positions in the sky
with the angular diameter distance DA (z). If one uses a fiducial cosmological model that
deviates from the true cosmology, the different conversion of radial and transverse distances
would lead to apparent anisotropies in the observed galaxy clustering, independently of RSDs.
As a result, any wave number k and angle variable µ measured in the fiducial cosmology
are in fact rescaled from the true cosmological ones given by
h





−2
−2
ktrue = k α⊥
+ αk−2 − α⊥
µ2

i1/2

,

 i−1/2
µ h −2  −2
−2
,
µtrue =
µ2
α⊥ + αk − α⊥

αk

(2.12a)
(2.12b)

where αk (z) = H̆(z) H(z) and α⊥ (z) = DA (z) D̆A (z) are the scaling factors,11 and the
breve ˘· denotes a quantity evaluated in the fiducial cosmology. Therefore in the presence of
the AP effect, the observed anisotropic power spectrum should be [63]




−2
P (k, µ) = αk−1 α⊥
Ptrue (ktrue (k, µ), µtrue (k, µ)) .

(2.13)

Even though our discussion so far is limited to linear perturbation theory, P (k, µ) remains
the key observable predicted by models of non-linear galaxy clustering, e.g. in the Taruya–
Nishimichi–Saito (TNS) model for non-linear RSDs [19]. For observations of a small patch of
the sky, the line of sight to each galaxy does not change much and the global plane-parallel
P (k, µ) can be directly measured — this is the case for pencil-beam like surveys of the past
with very narrow opening angles, or for cosmological N -body simulations where the ‘observer’
can be placed arbitrarily far away from the simulation box. However, for future large galaxy
surveys such as DESI and Euclid covering almost a third of the sky (approximately 14 000
and 15 000 square degrees respectively [4, 5]), the observer is at the centre of the much wider
cosmic volume being probed — any efforts to directly measure P (k, µ) will in effect be forcing
the inherent spherical geometry of the survey to align with a Cartesian coordinate system [27].
This apparent mismatch will be the focus of our discussion in section 3 when we introduce
the estimators for measuring the anisotropic power spectrum.
11
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2.3

Observational window effects

Although the true background galaxy number density is expected to be spatially homogeneous
in real space, i.e. n̄(r, z) = n̄(z), it can be modulated by spatial variations in incomplete
observations so that
n̄(r, z) = W (r)n̄(z) ,

(2.14)

where we assume the survey window W (r) to be separable into angular and radial components,
W (r) = M (r̂)φ(r) .

(2.15)

Here the angular mask function M (r̂) may take binary values if it is simply a veto mask with
fsky =

1
4π

Z

d2 r̂ M (r̂) ∈ [0, 1]

(2.16)

being the fraction of the sky observed, but more generally M (r̂) can include completeness
variations and fsky becomes an effective sky fraction. The dimensionless radial selection
function φ(r) is normalised to the total number of galaxies in the survey volume,
N = 4πfsky

Z

dr r2 φ(r)n̄(z) .

(2.17)

The window function can be extended to include radial or angular-dependent weights, as
discussed in subsequent sections. By eqs. (2.1) and (2.2), the real-space galaxy number density
observed is then
n(r, z) = M (r̂)φ(r)n̄(z)[1 + bk (z)D(z)δm,0 (r)] .

(2.18)

The presence of the survey window affects the shape of the power spectrum by filtering
P (k) through W (k) in Fourier space [67, 68],
Pr(k) =

Z

d3 q
|W (k − q)|2 P (q) ,
(2π)3

(2.19)

where the tilde r· denotes a window-convolved quantity. Rather than attempting to deconvolve
the survey window from power spectrum measurements [see e.g. 69], which is an inverse
operation that can amplify noise in the data, it is more desirable to forward model the
convolved power spectrum Pr(k) [70].
In the next section, we will set out how galaxy clustering can be measured and analysed
in practice with a windowed anisotropic power spectrum, albeit with the line of sight varying
across the survey volume. For this purpose, it is equivalent and more convenient to consider
the multipoles of Pr(k, µ) with respect to the Legendre polynomial L` (µ),
2` + 1
Pr` (k) =
2

Z 1
−1

dµ L` (µ)Pr(k, µ) ,

(2.20)

which are non-vanishing in the Kaiser RSD model only for the monopole, quadrupole and
hexadecapole with ` = 0, 2, 4.
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3

Cartesian power spectrum analysis

The standard Cartesian power spectrum analysis of galaxy survey catalogues usually follows
the Feldman–Kaiser–Peacock (FKP) approach, where a high-density synthetic catalogue
which is random and unclustered is used to probe non-uniform survey geometry and selection
effects [68]. Therefore we consider the weighted galaxy number density field
F (s) =

w(s)
[ng (s) − αns (s)] ,
I 1/2

(3.1a)

Z

(3.1b)

where w(s) is some weighting scheme,
I≡

d3 s w(s)2 n̄(s)2

is the normalisation constant and
PNg

w(si )
1
i=1 w(si )

α = Pi=1
Ns

(3.1c)

is the ratio of the weighted number counts. Here Ng is the number of galaxies in the survey
catalogue and Ns ( Ng ) is the number count for the synthetic catalogue.
In the following subsections, we will outline the construction of an estimator Pp` (k) from
the weighted field F (s) that allows for a varying line of sight as well as the procedure for
window convolution of the power spectrum multipole model P` (k).
3.1

Multipole estimation in the local plane-parallel approximation

For realistic survey geometries, the assumption of a fixed line of sight simply does not hold —
this poses the question as to whether the global plane-parallel power spectrum P (k, µ), or
equivalently its multipoles P` (k), can actually be recovered from clustering measurements. One
attempt to address this problem, introduced by Yamamoto et al. [59], is to adopt the so-called
local, or pairwise, plane-parallel approximation, in which the power spectrum multipoles are
estimated by
Pp` (k) = (2` + 1)

Z

d2 k̂
4π

Z

d s1 e
3

ik·s1

Z

d3 s2 e−ik·s2 L` k̂ · ŝλ F (s1 )F (s2 ) ,


(3.2)

as one considers a pairwise line of sight
sλ = λs1 + (1 − λ)s2 ,

06λ61

(3.3)

for two galaxies located at positions s1 and s2 that contribute to the clustering 2-point function
measurements [27, 59]. For any value of λ ∈ [0, 1], sλ lies between s1 and s2 and is considered
equivalent, i.e. locally parallel; however, sλ itself is non-local since it is depends on a pair of
galaxy positions.
The original Yamamoto estimator for power spectrum multipoles is given by eq. (3.2)
with the choice of λ = 1/2, i.e. the line of sight sλ is the mid-point between a galaxy pair.
In this case, the computation of the estimator Pp` (k) is costly as nested integrals have to be
evaluated in sequence. However, refs. [60, 61] have shown that, if one adopts the end-point
line of sight sλ with λ = 0 or 1, then the expression above can be made amenable to FFTs
by considering the Cartesian components of k separately. Ref. [62] has further pointed out
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that the computation can become more efficient if one instead performs FFTs of the weighted
field F (s) with spherical harmonics Y`m ,
F` (k) =

4π X ∗
Y (k̂)
2` + 1 m `m

Z

∗
d3 s e−ik·s Y`m
(ŝ)F (s) ,

(3.4)

and then evaluates the estimator as
Pp` (k) = (2` + 1)

Z

d2 k̂ ∗
F (k)F` (k) .
4π 0

(3.5)

The FFT-based Yamamoto estimator holds two chief advantages: it is computationally
fast and it allows for a varying line of sight across the survey volume, which is far more realistic
than fixing a global line of sight. Despite the anisotropies induced around the line of sight in
redshift space, galaxy clustering remains statistically isotropic around the observer, and thus
one only needs to assume the line of sight is ‘locally’ parallel between a pair of galaxies, which
can be rotated together freely in the observer’s coordinate system — it is for this reason
that the Yamamoto estimator Pp` (k) mostly recovers the theoretical observable P (k, µ), or
equivalently P` (k), albeit convolved with the survey window.
3.2

Window convolution of the model

As discussed in section 2.3, models of the galaxy power spectrum need to be convolved with
the survey window in order to account for the effect of non-uniform survey geometry in
clustering measurements. This perhaps can be more easily understood in configuration space,
where convolution of the power spectrum in Fourier space becomes multiplication of the
galaxy clustering correlation function ξ(∆) with
Q(∆) =

Z

d3 s W (s + ∆)W (s) ,

(3.6)

r
i.e. ξ(∆)
= Q(∆)ξ(∆), where ∆ is the separation vector between two galaxy positions. Here
Q(∆) is the inverse Fourier transform of |W (k)|2 ; although omitted in the definition above,
Q(∆) is in practice normalised to Q(0) = 1 and thus dimensionless.
Based on this result, ref. [70] has suggested that an efficient method to compute the
window-convolved Pr` (k) model is via the configuration space: one simply needs to first obtain
the correlation function multipoles from P` (k) by the inverse Hankel transform,
ξ` (∆) = 4π i

`

Z

dk k 2
j` (k∆)P` (k) ;
(2π)3

(3.7)

then perform the matrix multiplication
ξr` (∆) = Q``0 (∆)ξ`0 (∆)

(3.8)

where Q``0 are entries of the matrix


Q0

Q=
Q2



Q4



1
5 Q2

Q0 + 72 Q2 + 72 Q4
18
35 Q2

+

20
77 Q4

+

45
143 Q6

2
7 Q2

Q0 +

20
77 Q2

–9–

+

162
1001 Q4

+

+

100
693 Q4

20
143 Q6

+

+

1
9 Q4 



25

143 Q6 

490
2431 Q8



(3.9)

consisting of the survey window multipoles Q` (∆);12 and finally Hankel transform back to
Pr` (k) = 4π i −`

Z

d∆ ∆2 j` (k∆)ξr` (∆) .

(3.10)

Despite the aforementioned advantages of the Yamamoto estimator Pp` (k), it cannot
match the window-convolved model Pr` (k) in entirety. This is evident from the fact that Pp` (k)
still depends on the choice of λ ∈ [0, 1], which is not unique; indeed, for the end-point line
of sight chosen for FFT computations, the exchange symmetry between a pair of galaxies is
broken and odd power spectrum multipoles become non-zero, which is not predicted by the
Kaiser RSD model. Furthermore, the mode-coupling term neglected by the distant-observer
approximation (eq. 2.9) is still missing, and the angle variable µ = k̂ · ŝλ as the replacement
of µ = k̂ · n̂ is in fact ill-defined in Fourier space, since formally the variable ŝλ should have
been integrated over in Fourier transform [27].
The discrepancy between the estimator’s expectation Pp` (k) and the global planeparallel Pr` (k) is commonly known as the wide-angle effect,13 which has been shown to
scale as k −2 . Hence it can be a significant systematic on very large scales in the Cartesian
galaxy clustering analysis, affecting studies of primordial non-Gaussianity and relativistic
effects [21, 22]. Efforts have already been made to circumvent or correct for wide-angle effects
present in the galaxy clustering 2-point correlators: in configuration space, the correlation
function can be expanded using bi-polar or tri-polar spherical harmonics [23–25], which are
valid for wide angular separations and also account for the mode-coupling term in the RSD
operator (eq. 2.8) that is usually ignored; in Fourier space, only recently have perturbative
corrections to the power spectrum multipoles been derived by refs. [22, 26, 27], which are
complete in linear perturbation theory and recover the plane-parallel limit when the clustering
scale is much smaller than the distance to galaxy pairs contributing to the 2-point function.
However, at a more fundamental level, the power spectrum analysis of galaxy clustering
performed in the Cartesian coordinate system is a mismatch to the inherently spherical
geometry of LSS observations. The question remains as to whether one could avoid all the
geometric approximations discussed above. Indeed, the spherical Fourier analysis, also known
as spherical harmonic analysis, is such an alternative description of anisotropic clustering —
in the next section, we shall review both the modelling and measurements of fluctuations in
the galaxy distribution with spherically decomposed clustering statistics.

4

Spherical Fourier analysis

The notion of Fourier transform can be generalised to harmonic analysis, which describes a
field f (r) by its decomposition in an orthogonal basis of eigenfunctions of the Laplacian ∇2 .
We saw in section 2 that the inherent geometry of galaxy survey observations is spherical with
the observer placed at the origin, so it would be more natural to consider a Fourier analysis
of clustering measurements in the spherical coordinate system with a basis different from the
Cartesian plane waves {e ik·r }. In the following subsections, we will introduce the discrete
12

Both the correlation function multipoles ξ` and the survey window multipoles Q` are defined in a similar
way to eq. (2.20), except here the argument of the Legendre polynomials is the angle between the line of
sight n̂ and the separation vector ∆.
13
Strictly speaking, the term ‘wide-angle effect’ refers to the discrepancy caused by the plane-parallel
approximations, but some literature reserves this term for the mode-coupling term in the RSD operator that is
neglected in the distant-observer approximation (see ref. [21] for more detailed clarification).
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spherical Fourier–Bessel transform suited for a survey volume of finite size, and review the
spherically decomposed clustering statistics first introduced in refs. [34, 35] but with a few
extensions to their model(s).
4.1

Spherical Fourier–Bessel transform

In spherical coordinates r = (r, r̂), the analogue to the usual Fourier transform for a cosmological field f (r) ∈ R3 is given by
f`m (k) =

Z

d

3

∗
r j` (kr)Y`m
(r̂)f (r) ,

Z
2X
f (r) =
dk k 2 j` (kr)Y`m (r̂)f`m (k) ,
π `m

(4.1)

where j` is the spherical Bessel function of the first kind of order `, and Y`m is the spherical
harmonic function of degree ` and order m, with ` ∈
and m = 0, ±1, . . . , ±`.14 If the
Dirichlet boundary condition f (r) = 0 is imposed on a sphere at radius r = R, the wave
numbers are then discretised,
u`n
k`n =
,
(4.2)
R
where u`n is the n-th positive root of the spherical Bessel function j` . In this work, we shall
refer to the associated tuple (`, m, n) as the spherical degree, order and depth.
Therefore akin to the discrete Fourier transform over a regular Cartesian grid with
periodic boundary conditions, a field f (r) that vanishes outside some maximum radius R can
be expanded in the spherical Fourier–Bessel (SFB) basis {|µi = |`µ , mµ , nµ i},

N

f (r) =

X

fµ = f`µ mµ (k`µ nµ )

κµ fµ hr|µi ,

(4.3)

µ

where the normalisation coefficient κµ ≡ κ`µ nµ is given by
κ`n =

2
j`+1 (u`n )−2 ,
R3

(4.4)

and hr|µi = jµ (r)Yµ (r̂) with jµ (r) ≡ j`µ (k`µ nµ r), Yµ (r̂) ≡ Y`µ mµ (r̂). In this basis, the Dirac
and Kronecker delta functions are respectively represented by
0

δ (r − r ) =
D

X

0

κµ hr|µi hµ|r i ,

K
δµν

= κµ

µ

4.2

Z
|r|<R

d3 r hµ|ri hr|νi .

(4.5)

Spherical decomposition of clustering statistics

Since the SFB transform does not require the calculation of transverse distances from the
angular position of galaxies, we can model the RSD and AP effects jointly by considering the
redshift-space radial coordinate
s = χ̆(z obs ) = r̆ + γu ,

(4.6)

where the breve ˘· denotes a fiducial distance–redshift relationship r̆ = χ̆(z), and the function
γ(z) ≡

dχ̆
H dχ̆
=
dχ
c dz

(4.7)

14
Note that the normalisation convention of the spherical Fourier–Bessel transform here differs slightly from
those in refs. [27, 34, 35, 44]; ours is more similar to the Cartesian Fourier transform where any normalisation
constants are attached to the inverse transform. The spherical Fourier–Bessel bases defined in these works and
ours also differ from those in refs. [42, 45, 46, 48] where the orthonormality condition is defined with respect
to an inner product integral with a 1-dimensional measure. In practice, all these definitions are equivalent.
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measures the rescaling of the differential comoving distance from the true cosmology [47].
Similar to the usual RSD derivation, we first use the local galaxy number conservation
law n(r) d3 r = n(s) d3 s and eq. (2.18) to write the SFB coefficient of the redshift-space galaxy
number density n(s) as
nµ =

Z

d3 s jµ (s)Yµ∗ (ŝ)w(s)n(s)

=

Z

d3 r w(s)jµ (s)Yµ∗ (r̂)M (r̂)φ(r)n̄(z)[1 + bk (z)D(z)δm,0 (r)] ,

(4.8)

where w(s) is the radial weighting scheme as before, and redshift-dependent quantities are
implicitly integrated via the distance–redshift relationship. Note that for a galaxy survey
with maximum redshift zmax , the observed galaxy number density field vanishes outside
R = χ̆(zmax ) and thus the wave numbers are discrete. Using eq. (4.6), we can expand
w(s) ' w(r̆) + γuw0 (r̆) ,

jµ (s) ' jµ (r̆) + γujµ0 (r̆) ,

(4.9)

where a prime 0 denotes the derivative of a function with respect to its argument. Note that
these expansions up to the first derivative terms only are complete in linear perturbation theory,
because the expansion parameter is proportional to u. By considering the SFB expansion
δm,0 (r) =

X

κµ jµ (r)Yµ (r̂)(δm,0 )µ

(4.10)

µ

as well as the linear continuity equation
u = −fr̂ · ∇∇−2 δm

(4.11)

where f (z) = d ln D(z)/d ln a(z) is the linear growth rate,15 we can recast
nµ =

Z

d3 r w(r̆)jµ (r̆)Yµ∗ (r̂)M (r̂)φ(r)n̄(z)

+

Z

d3 r w(r̆)jµ (r̆)Yµ∗ (r̂)M (r̂)φ(r)n̄(z)D(z)

X

κν jν (r)Yν (r̂)bkν (z)(δm,0 )ν

ν

+

Z

d3 r (wjµ )0 (r̆)Yµ∗ (r̂)M (r̂)φ(r)n̄(z)γ(z)f (z)D(z)

X κν
j 0 (r)Yν (r̂)(δm,0 )ν .
2 ν
ν

kν

(4.12)

This is a sum of three contributions, namely the background piece, the fluctuation piece and
the RSD piece. By introducing the angular, radial and RSD coupling coefficients [34, 35, 44]
Mµν =

Z

(4.13a)

bkν (z)
D(z) ,
bkν (0)
Z
κν
f (z)
= 2 dr r2 (wjµ )0 (r̆)jν0 (r)φ(r)n̄(z)γ(z)
D(z) ,
kν
f (0)

Φµν = κν
Υµν

d2 r̂ Yµ∗ (r̂)M (r̂)Yν (r̂) ,
Z

dr r2 w(r̆)jµ (r̆)jν (r)φ(r)n̄(z)

(4.13b)
(4.13c)

we obtain a more compact expression
nµ = n̄µ +

X

Mµν Φµν (b0 )ν (δm,0 )ν +

Mµν Υµν f0 (δm,0 )ν ,

ν

ν
15

X

On large scales, velocity bias between galaxies and dark matter is negligible.
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(4.14)

where (b0 )µ ≡ bkµ (0), f0 ≡ f (0) and
n̄µ =

Z

d3 r w(r̆)jµ (r̆)Yµ∗ (r̂)M (r̂)φ(r)n̄(z) .

(4.15)

This shows that redshift-space galaxy clustering statistics in linear perturbation theory
can be decomposed into spherical clustering modes
Dµ ≡ nµ − n̄µ =

X

Mµν [(b0 )ν Φµν + f0 Υµν ](δm,0 )ν ,

(4.16)

ν

which satisfy hDµ i = 0 with the 2-point function
hDµ Dν∗ i =

X

∗
∗
Mµλ Mνλ
[(b0 )λ Φµλ + f0 Υµλ ][(b0 )λ Φνλ + f0 Υνλ ]κ−1
λ Pm,0 (kλ ) + hµ ν i . (4.17)

λ

Here Pm,0 is the matter power spectrum at the current epoch z = 0, and the additional term
hµ ∗ν i = Mµν

Z

dr r2 jµ (r̆)jν (r̆)w(r̆)2 φ(r)n̄(z)

(4.18)

accounts for the shot noise contribution [34, 35, 47].
It is worth commenting here that the SFB mode Dµ is constructed from fluctuations
in the galaxy number density field directly, and it is in general not equivalent to the SFB
coefficient of the over-density field — this is because the latter is defined as a fraction
of the observable background number density which may be spatially varying. For the
underlying matter density contrast in real space, however, this is not an issue since it is
statistically homogeneous.
4.3

Comparisons with the Cartesian power spectrum analysis

To motivate the hybrid-basis approach to galaxy clustering analysis in the next section, it is
worth making connections as well as comparisons between clustering modes Dµ and δ(k) and
the Fourier analyses based on the SFB modes and Cartesian power spectrum.
First of all, we note that Dµ and δ(k) both depend on galaxy biasing with respect to
the underlying matter distribution and capture anisotropic clustering due to the RSD and
AP effects on linear scales. No geometric approximations are required to obtain Dµ , and the
spherical coupling coefficients Υµν explicitly mix clustering modes at different wave numbers
as a reflection of RSDs; in contrast, δ(k) obtained in the distant-observer limit ignores the
mode-coupling term in the Jacobian of the mapping from real to redshift space (see eq. 2.8).
However, our derivation of the model of the SFB modes Dµ is limited to linear perturbation
theory, and the extension to non-linear scales, though possible, is considerably more complex
than models of the non-linear Cartesian power spectrum.
Secondly, the clear distinction between angular and radial components in the spherical
Fourier analysis offers a number of advantages:
• There is no ambiguity in the definition of the line of sight, which is free to vary across
the entire sky, so wide-angle corrections are not needed;
• Relativistic and light-cone effects, which affect clustering along the line of sight, can be
more easily included [46]. Indeed, redshift evolution in the galaxy population number
density, clustering amplitude, galaxy bias and the growth rate is fully captured by
the spherical couplings Φ and Υ (eqs. 4.13b and 4.13c), where redshift dependence is
integrated radially via the distance–redshift relationship;
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• It allows easier joint analyses with other probes such as CMB, weak lensing and the
integrated Sachs–Wolfe effect [e.g. 44, 71–73];
• The separation of angular and radial survey systematics allows individual clustering
modes to be treated in isolation in analysis [27, 74].
Thirdly, the Cartesian power spectrum analysis is tomographic, i.e. it requires binning
and averaging in redshift, with models of P` (k) evaluated at some effective redshift in each
bin. If the redshift bins are too narrow, large clustering modes along the line-of-sight can be
missed and the level of shot noise is much higher; too wide, then the effective redshift cannot
capture any redshift evolution within the bin. Indeed, the Fourier analysis based on Dµ has
been shown be more robust and optimal in this regard [e.g. 48, 74].
Lastly, the spherical Fourier analysis is based on individual modes Dµ , essentially a
1-point function of the cosmological field, whereas the Cartesian power spectrum analysis is
based on the 2-point function compressed from many clustering modes. This is an important
distinction with several implications:
• In the case of the former, the distribution of SFB modes Dµ is exactly Gaussian as long
as cosmic fluctuations can be described by Gaussian random fields. Although cosmic
fields with non-zero PNG are not exactly Gaussian, the deviation is constrained to be
small and any signature of PNG will be reflected more in the amplitude of clustering
statistics rather than the overall probability distribution. The Gaussian random field
assumption still serves as a useful null hypothesis for detecting any non-Gaussianity. In
this case, all the cosmological information is encoded in the covariance matrix which
is a 2-point function and analytically tractable. However, without the benefit of FFT
algorithms, the computational cost of evaluating the 2-point function (4.17) can be
considerable, not least because angular integration over spherical harmonics and radial
integration over spherical Bessel functions need to be performed repeatedly for all the
coupling coefficients in eq. (4.13) for different cosmological models. In appendix A,
we provided a more detailed account of the computational complexity of the spherical
Fourier analysis;
• In contrast, the distribution of measured power spectrum multipoles is only approximately
Gaussian when the number of clustering modes is large so the central limit theorem
holds. The power spectrum models as well as measurements already compressed from
individual Cartesian clustering modes can be efficiently computed using FFTs and the
Hankel transform. However, the covariance matrix is now a 4-point function, which
usually has to be estimated from ideally order 103 –104 realistic mock catalogues and
poses a significant computational challenge [30–33, 75], though recently there have been
some notable progress in obtaining analytic covariance matrices [e.g. 76, 77].
Despite some of these apparent differences between Dµ and δ(k) (or the power spectrum),
in the simplest scenarios there are straightforward connections between the two thanks to
the orthogonality of the SFB and plane wave bases. If the angular mask function M (r̂) ≡ 1,
K
then the angular coupling coefficients (4.13a) reduce to Mµν = δ`Kµ `ν δm
; if in addition,
µ mν
there are no radial selection, weighting, AP effects or redshift evolution (i.e. a fixed redshift
K . Therefore, in the absence of RSDs (i.e. Υ
is considered), then Mµν Φµν = δµν
µν ≡ 0), the
spherical 2-point function reduces from an infinite series (4.17) to being diagonal,
κµν
1
K
hDµ Dν∗ i = δµν
,
b2kµ Pm (kµ ) +
2
n̄
n̄
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(4.19)

where we recognise the right-hand side as simply the isotropic galaxy power spectrum plus
the Poissonian shot noise. This also hints at a convergence check for the integrals (4.13)
and the series (4.17). Finally, for the sake of completeness, it is worth commenting here
that under less restrictive assumptions than the above, the spherical 2-point function can
also be related to the tomographic angular power spectrum C` , but we refer the reader to
e.g. refs. [27, 46, 48] for more detail.

5

Hybrid-basis likelihood inference

Having laid out the different aspects of Fourier analyses based on the SFB and Cartesian
plane wave bases, we propose a hybrid-basis approach to cosmological parameter inference
from galaxy clustering measurements:
• Since the survey geometry and other observational systematics have the biggest impact on
the relatively few Fourier modes on the largest scales, we use the spherical Fourier analysis
to faithfully capture the physics of anisotropic galaxy clustering in linear perturbation
theory, and construct from the SFB modes Dµ the cosmological likelihood directly,
which is exactly multivariate normal provided cosmic fluctuations are well described
by Gaussian random fields. In this case, the covariance matrix is the 2-point function,
which contains all the cosmological information and can be computed analytically;
• On comparatively smaller scales, we choose the Yamamoto estimator Pp` (k) for power
spectrum multipoles as our summary statistics, which can be efficiently computed using
FFTs. Since Pp` (k) is compressed from a large number of Cartesian Fourier modes, its
probability distribution is very close to being Gaussian by the central limit theorem;
• By combining the probability distributions of Dµ and Pp` (k), we can then obtain a
hybrid-basis likelihood for cosmological parameter θ.
This idea of adopting different statistics, either uncompressed or compressed from
individual modes of fluctuations depending on the physical scale considered, is inspired by the
use of hybrid estimators in CMB studies [53, 54]: one approach is to evaluate the likelihood
from the CMB map pixels directly, either searching for a quadratic or maximum likelihood
estimator of the angular power spectrum [49–51] or Monte Carlo sampling the posterior
surface [78–80]; another is to compress the map pixels into pseudo-C` estimators of the
angular power spectra based on which an approximate likelihood can be constructed [52, 55].
This strategy has then been successfully applied by Planck to its cosmological likelihoods,
which consist of a low-` part (` 6 29) based on the CMB temperature and polarisation map
pixels, and a high-` part (` > 30) based on the pseudo-C` estimator [56–58]. As far as we are
aware, this approach has not been applied in any LSS settings before, which are arguably
more nuanced as LSS data sets are intrinsically 3-dimensional. We will set out in this section
the basic steps involved in constructing the likelihood functions L (θ) for Dµ and Pp` (k),
which are split at the hybridisation scale khyb analogous to the ` split in Planck likelihoods,
i.e. we restrict the SFB wave numbers to kµ 6 khyb and the power spectrum wave numbers to
khyb < k < kmax , where kmax is the overall maximum wave number in the analysis.
Spherical-basis likelihood. The data vector of SFB modes, D ≡ (Dµ ), is calculated
from the survey and synthetic catalogues by direct summation over weighted delta function
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contributions from each galaxy (see eq. 4.16),
Dµ =

Ng
X

w(si )jµ (si )Yµ∗ (ŝi ) − α

i=1

Ns
X

w(si )jµ (si )Yµ∗ (ŝi ) .

(5.1)

i=1

Here the vector index µ can either be ‘naturally’ ordered by the tuple (`µ , mµ , nµ ), or
‘spectrally’ ordered by the wave number kµ and the spherical order mµ . Since fluctuations
in the galaxy distribution are well described by a Gaussian random field on large scales and
the SFB transform is linear in the field, the spherical-basis data vector follows the circularlysymmetric complex normal distribution, D ∼ CN(0, C).16 Therefore the spherical-basis
likelihood function is given by the probability density function (PDF) [81, 82]
exp −D† C(θ)−1 D
,
Lsph (θ) = P D θ =
|πC(θ)|






(5.2)

where all cosmological parameter dependence is in the covariance matrix C(θ) = cov D
whose entries Cµν = hDµ Dν∗ i are precisely the spherical 2-point function (4.17). However, we
would like to point out a few technicalities in the practical evaluation of Lsph (θ) above:



• Based on the symmetry of the spherical harmonics, Y`∗−m (ŝ) = (−1)m Y`m (ŝ), almost
∗
half of the SFB modes Dµ can be calculated simply using D` −mn = (−1)m D`mn
;
• In order to evaluate Cµν = hDµ Dν∗ i accurately, we must ensure the infinite series (4.17)
numerically converges. This requires additional modes with wave numbers kλ > khyb to
be included in the sum, and the appropriate truncation point in the series may need to
be determined empirically, e.g. using the diagonal 2-point function |Dµ |2 (see eq. 4.19)
as a diagnostic quantity;
• Since the data vector D ∈ CNd consists of Nd uncompressed SFB modes, dimensions of
the covariance matrix C ∈ CNd ×Nd can be large enough that the inversion of C becomes
numerically unstable when it is not diagonal, i.e. when the SFB modes are correlated.
In this case, some eigenvalues of C can be very close zero, and with imperfect numerical
precision the inverted matrix C−1 may acquire large negative eigenvalues, posing a
significant challenge to the sampling of the posterior distribution from Lsph (θ). One
0
possible remedy to this problem is to apply a compression matrix R ∈ CNd ×Nd to both
the data vector and the covariance matrix before evaluating Lsph (θ), i.e. we replace
D 7→ RD ,

C 7→ RCR|

(5.3)

where Nd0 < Nd and RR| = I is the identity matrix. In appendix B, we discuss one such
compression method to ensure numerical stability.
Cartesian-basis likelihood. To construct the weighted field F (s) from the survey and
synthetic catalogues (eq. 3.1a), the galaxy number density fields ng (s) and ns (s) need to be
interpolated on a regular Cartesian grid. The transformed quantity F` (k) (eq. 3.4) should be
then be compensated for the interpolation kernel after FFTs
[83]. We denote the data vector of

p
p
the estimated power spectrum multipoles by P = P` (ki ) , where the components are ordered
16

In contrast to previous works [e.g. 35], we do not separate the spherical-basis data vector into real and
imaginary parts which jointly follow the multivariate normal distribution.
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by the multipole order ` and then the wave number bin i. Being the 2-point function of a
p should follow the hypo-exponential distribution [29];
Gaussian random field, the data vector P
however, in the central limit theorem when the number of clustering modes contributing
to

p
s
p
P` (ki ) is large, one could assume the multivariate normal distribution P ∼ N P, Σ . The
Cartesian-basis power spectrum likelihood function is thus given by
p θ = |2πΣ(θ)|−1/2 exp − 1 P
p − P(θ)
s
p − P(θ)
s
LCart (θ) = P P
Σ(θ)−1 P
2




h

i|

h

i

.

(5.4)

p is the covariance matrix, and P(θ)
s
p is the expectation of the
Here Σ(θ) = cov P
=E P
power spectrum multipole estimator with components




Ps` (ki ) = Pr` (ki ) + P`,shot ,

(5.5)

where Pr` (ki ) is the window-convolved model of power spectrum multipoles (see section 3.2)
and P`,shot is the shot noise contribution [60],
P`,shot =

1+α
I

Z

d3 s L` (k̂ · ŝ)w(s)2 n̄(s) .

(5.6)

Similar to the spherical-basis likelihood, there are two technicalities related to the covariance
matrix in evaluating the Cartesian-basis likelihood LCart (θ):
• The true covariance matrix Σ is usually analytically intractable, so it has to be replaced
p from mock catalogues. Ref. [33] has shown that the appropriate
by an estimate Σ
distribution to use as the likelihood function is no longer multivariate normal but a
modified Student’s distribution. However, when the number of mock catalogues used to
p far exceeds the dimension of the data vector P,
p the multivariate
obtain the estimate Σ
normal distribution remains an excellent approximation;
• Because of the high computational cost associated with generating a large number
p is usually produced at fixed
of mock catalogues, the covariance matrix estimate Σ
fiducial cosmological parameters θfid . To account for any parameter dependence, ref. [29]
proposed the variance–correlation decomposition which allows a parameter-dependent
p
p fid by a rescaling,
estimate Σ(θ)
to be obtained from the fiducial estimate Σ
−1
p
p
Σ(θ)
= Λ(θ)Λ−1
fid Σfid Λfid Λ(θ) .

(5.7)

Here Λ(θ) = diag Ps` (ki ) is a diagonal matrix with entries given by the convolved
power spectrum multipole model, including the shot noise contribution, at cosmological
parameters θ, and Λfid is the diagonal matrix evaluated at fiducial parameters θfid .


p are
Hybrid-basis likelihood. In the idealised scenario where the data vectors D and P
independent, the hybrid-basis likelihood is simply the product of the two above, i.e.




p = Lsph (θ; D) LCart θ; P
p .
Lhyb θ; D, P


(5.8)

Unfortunately, this does not strictly hold when clustering modes of different wave numbers k
are mixed in the presence of survey window and RSD effects. In the Planck likelihood analyses,
the correlation between low-` and high-` components poses a similar issue, and different
hybridisation schemes were explored [56–58]; they have found that the analysis results are
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not particularly sensitive to the hybridisation scheme and thus a sharp transition between
low-` and high-` components can be adopted without accounting for their correlation. In this
work, we make a similar assumption that the low-k spherical and high-k Cartesian likelihoods
can be directly combined — this is justified if their correlation is weak when the mixing
p is
kernel is sufficiently narrow in k-space and if the joint probability distribution of D and P
17
multivariate normal. In practice, the correlation between the spherical-basis and Cartesian
power spectrum data can be estimated from mock catalogues alongside the covariance matrix
estimate for power spectrum multipoles, and one could attempt to decorrelate the combined
data vector or reweight different data components before combining them, e.g. with a Bayesian
hyperparametric method [84–86].
In the next section, we will compare the Cartesian-basis power spectrum likelihood (5.4)
and the hybrid-basis likelihood (5.8) in a parameter inference problem to demonstrate the
applicability of our new approach.

6

Constraining primordial non-Gaussianity from simulations

It is now known that primordial non-Gaussianity, which encodes dynamics of the inflationary
period in the early Universe, leaves an imprint in the late-time large-scale structure not only
in higher-order statistics such as the bispectrum, but also in the clustering of virialised haloes
by introducing a scale-dependent modification to the tracer bias on large scales [6–8]. In the
presence of local PNG fNL , the linear galaxy bias b1 (z) receives a scale-dependent modification
∆b(k, z) = 3fNL (b1 − p)

1.3δc Ωm,0
k 2 T (k)D(z)



H0
c

2

,

(6.1)

where δc ≈ 1.686 is the critical density of spherical collapse, Ωm,0 and H0 are the matter
density and Hubble parameters at the present epoch z = 0, c is the speed of light in vacuum,
and T (k) is the matter transfer function. Here we set the tracer-dependent parameter p = 1,18
and the numerical factor 1.3 arises as we normalise the linear growth factor D(z) to unity
at present.19 The bias parameter bk that appears in galaxy clustering statistics in the
previous sections now includes this scale-dependent modification, i.e. bk = b1 + ∆b. As k → 0,
T (k) → 1 and ∆b ∝ k −2 , so the signature of fNL is enhanced. The sensitivity of fNL to
large-scale clustering measurements makes it an ideal parameter to test our hybrid-basis
approach to likelihood inference.
As a first step to demonstrate the applicability of the hybrid-basis approach, we employ
halo mock catalogues generated from N -body simulations with (non-)Gaussian initial conditions and try to infer the local PNG parameter fNL from the real-space halo clustering. In
the next subsection 6.1, we will describe the mock catalogue properties and the intermediary
data products needed for likelihood evaluations, such as the survey window, covariance matrix
estimates and the spherical coupling coefficients; in subsection 6.2, we compare parameter
constraints on fNL and b1 from the hybrid-basis likelihood and the Cartesian-basis power
spectrum likelihood.
17

Note that zero correlation does not necessarily imply independence between two multivariate normal
random variables unless their joint probability distribution is also multivariate normal.
18
The parameter p is usually set to 1 for tracer samples selected by halo mass and 1.6 for tracer samples
dominated by recent halo mergers [8]. We have chosen p = 1 as it is a good match to our mock catalogues;
however, ref. [87] has recently shown with simulations that p even can be less than 1 for haloes and galaxies
selected by stellar mass.
19
This normalisation factor actually depends on the value of Ωm,0 which we specify later for our simulations.
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Figure 1. Survey angular mask M (r̂) used in the partial-sky set-up. The angular mask function takes
binary values (1 shown by the shaded region and 0 elsewhere) and is constructed from the BOSS DR12
CMASS NGC random catalogue with HEALPix pixelation Nside = 32. The vertical and horizon axes
correspond to the polar and azimuthal angles (ϑ, ϕ) respectively in the spherical coordinate system.

6.1

Mock catalogues and data products

Our halo mock catalogues are generated from a series of dark matter N -body simulations at a
flat ΛCDM cosmology with (h, Ωm,0 , Ωb,0 , σ8 ) = (0.70, 0.27, 0.044, 0.80). We first compute the
matter transfer function with the public code camb20 [88], which is then used to calculate
initial conditions with the second-order Lagrangian perturbation theory (2LPT). To seed the
simulations, we make use of the public code 2LPTic21 which can generate initial conditions
with non-zero local PNG [89, 90]. In total, we have run 24 simulations with fNL = 0 and
20 simulations with fNL = 100, each in a 1 h−3 Gpc3 comoving box of 5123 dark matter
particles evolved from redshift z = 32 to z = 1 using the public code gadget-222 [91]. We
have not run the simulations down to redshift z = 0 because of computation time; indeed,
future galaxy surveys probing fNL on very large scales will mostly focus on the z > 1 Universe.
Finally, we identify dark matter haloes within our mock catalogues using the public code
ahf23 [92], with at least 36 particles per halo corresponding to a minimum halo mass of
Mh ≈ 2.0 × 1013 h−1 M .
To compare the hybrid-basis and Cartesian power spectrum analyses, we consider two
geometric set-ups: in the ‘full-sky’ scenario, we only use the proportions of our mock catalogues
within a comoving sphere of radius R = 500 h−1 Mpc; in the ‘partial-sky’ scenario, we further
restrict the domain to the proportions covered by the footprint of the BOSS DR12 CMASS
North Galactic Cap (NGC) sample within the radius range 100 h−1 Mpc 6 r 6 R. The angular
mask function M (r̂) is constructed from the BOSS random catalogue24 with HEALPix25
pixelation Nside = 32 [93], as shown in figure 1. This angular mask corresponds to a sky
20

Code for Anisotropies in the Microwave Background, camb.info
2LPT Initial Conditions, cosmo.nyu.edu/roman/2LPT
22
GAlaxies with Dark matter and Gas intEracT, mpa-garching.mpg.de/gadget
23
Adaptive Mesh Investigations of Galaxy Assembly (amiga) Halo Finder, popia.ft.uam.es/AHF
24
data.sdss.org/sas/dr12/boss/lss/random0_DR12v5_CMASS_North.fits.gz
25
Hierarchical Equal Area isoLatitude Pixelization, github.com/healpy/healpy
21
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fraction of fsky ≈ 0.2 and is simply chosen to demonstrate the hybrid-basis approach with a
realistic survey geometry.
For both full-sky and partial-sky set-ups, we perform the hybrid-basis and Cartesian
power spectrum analyses with maximum wave number kmax = 0.08 h Mpc−1 .26 As no
anisotropies are expected from real-space halo clustering, we only consider the power spectrum
monopole in wave number bins with uniform width ∆k = 0.01 h Mpc−1 . For the hybrid-basis
analysis, we push the hybridisation scale up to khyb = 0.04 h Mpc−1 for which the computation
time of spherical clustering statistics and their likelihood function remains reasonable (see
appendix A).
Before we evaluate the likelihood functions as outlined in section 5, some intermediary
data products in addition to the hybrid-basis and Cartesian power spectrum data vectors
p are required:
D and P
1) the spherical coupling coefficients Mµν and Φµν , which are numerically computed from
the angular mask M (r̂) and the radial selection function φ(r) using eq. (4.13);
2) the survey window auto-correlation multipoles Q` (∆) used to convolve power spectrum
models (see section 3.2), which can be determined from a synthetic random catalogue;
p fid for the binned power spectrum monopole,
3) the fiducial covariance matrix estimate Σ
which is obtained from a large number of synthetic random catalogues.
First, we consider the angular and radial spherical coupling coefficients Mµν and Φµν
required for computing the spherical 2-point function model. Although only SFB modes with
wave numbers kµ 6 khyb are included in the data vector D, coupling between modes in the
partial-sky case means that more modes with wave numbers kµ > khyb must be included
in the series (4.17) for convergence. To check this, we use the normalised diagonal 2-point
function κµµ |Dµ |2 as a diagnostic quantity, and compare sums of the series truncated at
wave numbers ktrunc = 0.04, 0.055, 0.06 h−1 Mpc,27 as shown in figure 2. Note that oscillations
shown in the figure are not due to numerical noise; they are simply the behaviour of SFB
modes. We have found that ktrunc = 0.055 h−1 Mpc is sufficient to ensure convergence at
percent levels, which we adopt as the series cutoff in our spherical Fourier analysis. In figure 3,
we visualise matrices of the dimensionless coupling coefficients Re Mµν and Φµν /n̄ for wave
numbers kµ 6 ktrunc = 0.055 h−1 Mpc. Entries of the angular coupling matrix Re Mµν are
arranged in the ‘natural’ order by the (`, m) tuple and entries of the radial coupling matrix Φµν
are arranged in the ‘spectral’ order by the wave number kµ . We do not show the imaginary
part of Mµν since it is close to zero for a binary-valued angular mask [35].
Next, we determine the survey window auto-correlation multipoles Q` (∆) from FFTs
of the power spectrum of a synthetic random catalogue. The number density field of the
catalogue is first interpolated using the triangular-shaped cloud (TSC) scheme on a cubic
grid with side length L = 70 h−1 Mpc and mesh number Nmesh = 768. The large dimensions
of the grid and the high mesh number allow us to compute the power spectrum across a wide
range of scales without significant sample variance on very large scales or aliasing effects
on very small scales. We then Hankel transform the power spectrum multipoles to Q` (∆)
26
Owing to the limited resolution of our simulations, we have found the halo bias to be slightly scaledependent even in the absence of PNG. Therefore we have set a relatively high minimum halo mass in the
mock catalogues and adopted kmax = 0.08 h−1 Mpc as the wave number upper cutoff.
27
We choose to evaluate the 2-point function model at our fiducial background cosmology with fNL = 0 and
b1 = 1.
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Figure 2. Convergence check of the normalised diagonal spherical 2-point function, κµµ |Dµ | n̄2 ,
evaluated at each SFB mode wave number kµ from the series (4.18). The top panel shows the series
truncated at different wave numbers ktrunc = 0.04, 0.055, 0.06 h−1 Mpc corresponding to khyb (dashed
red line), the actual wave number cutoff adopted in our analysis (dotted blue line) and the reference
case (solid black line). The bottom panel shows the relative difference of each series sum compared to
the reference case, with the shaded region marking deviations within ±1 %. Note that oscillations in
the top panel are not due to numerical noise but simply the behaviour of SFB modes.
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Figure 3. Matrices of the dimensionless angular and radial coupling coefficients Re Mµν (left column)
and Φµν /n̄ (right column) for wave numbers k`n 6 ktrunc = 0.055 h−1 Mpc in the partial-sky set-up.
Mµν coefficients are ordered by spherical degree and order (`, m) whereas Φµν coefficients are ordered
by wave number k`n .
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Figure 4. Survey window auto-correlation multipoles Q` (∆) normalised to Q0 (0) = 1 in the full-sky
(left column) and partial-sky (right column) set-ups. Each `-multipole is weighted by (2` + 1) for
visual clarity.

using eq. (3.10). In figure 4, we show the multipoles Q` (∆) in both full-sky and partial-sky
set-ups; in practice, only Q0 (∆) is needed for our Cartesian power spectrum analysis as we
only consider the monopole for real-space clustering.
Lastly, we use Nrand = 2500 synthetic random catalogues of 50 times the number density
p fid
of the halo mock catalogues (i.e. α = 0.02) to obtain a fiducial covariance matrix estimate Σ
p
for the binned power spectrum monopoles P0 (k). The use of unclustered random catalogues
is justified as we restrict our analysis to linear scales, where correlation between measured
Cartesian clustering modes is solely induced by the survey geometry rather than gravitational
non-linearities. In figure 5, we show the corresponding correlation matrices in the full-sky
and partial-sky set-ups, where the k-bins are represented by the average mode wave number
in each bin.
6.2

Comparison of hybrid-basis and Cartesian power spectrum likelihoods

Before we perform parameter inference using the hybrid-basis likelihood, we check whether the
p (power
correlation between low-k spherical-basis data D and high-k Cartesian-basis data P
spectrum monopole only) is sufficiently weak so that
eq. (5.8) is justified. To this end, we

p from the aforementioned Nrand = 2500
estimate the cross-correlation coefficients corr D, P
random catalogues in both the full-sky and partial-sky set-ups, as shown in figure 6. For SFB
modes D`mn of the same wave number k`n but different spherical orders m, we average the
absolute cross-correlation value over these equivalent modes. Indeed, the cross-correlation
appears to be weak and there is no discernible evidence that particular SFB modes are more
strongly correlated with the power spectrum monopole in any particular wave number bin.
For the full-sky case, the cross-correlation coefficient is consistently below 0.04 and for the
p as effectively independent under
partial-sky case, below 0.06. Therefore we will treat D and P
p
the assumption that the joint distribution of D, P is multivariate normal.
Another issue related to the hybrid-basis likelihood is the inversion of the spherical-basis
covariance matrix C. In our analysis, the spherical-basis data D ∈ C456 consist of 456 SFB
modes, so the dimensions of C ∈ C456×456 are fairly large. As discussed in section 5, this
could render matrix inversion numerically unstable, and the likelihood function may diverge
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Figure 5. Estimated correlation matrices of the power spectrum monopole Pp0 (k) in k-bins up to
kmax = 0.08 h Mpc−1 in the full-sky (left column) and partial-sky (right column) set-ups. The wave
number representing each k-bin is the average over all Cartesian clustering modes in that bin.
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Figure 7. Joint posterior distribution of (fNL , b1 ) from the hybrid-basis likelihood (5.8) (dash-dotted
blue contours) as well as its low-k and high-k components based on the spherical-basis data D (solid
p (dashed purple contours). In this example, results are
green contours) and power spectrum data P
marginalised over from 24 mock catalogues with fNL = 0. The inner and outer regions of each shaded
contour set show the 1-σ and 2-σ credible bounds.

along some particular direction in parameter space. For the full-sky set-up, the spherical
2-point function (4.17) is diagonal and thus C is well-conditioned; however, this is not the
case for the partial-sky set-up as SFB modes become coupled. To deal with this issue,
we follow the data compression procedure proposed in appendix B: we evaluate C(θfid ) at
fiducial cosmological parameters and obtain the compression matrix R = (e|1 , . . . , e|80 ) ∈
C80×456 from 80 eigenvectors {ej } of C(θfid ) with the largest eigenvalues; we then apply the
transformation (5.3) before evaluating the likelihood function.
Now that we have all the ingredients for computing the hybrid-basis and Cartesian-basis
likelihoods, for each of our (non-)Gaussian halo mock catalogues in the full-sky or partial-sky
set-up we infer local PNG fNL and the scale-independent linear bias b1 jointly while keeping
the background cosmology fixed. We choose uniform priors for both parameters so that the
posterior distribution is simply proportional to the likelihood function. Throughout this
section, measurements and inferred parameter constraints are presented as the marginalised
results over different sets of mock catalogues rather than the combined results which would have
smaller uncertainties. This means that any presented data measurements have been averaged
between equivalent mock catalogues and so are the logarithmic posterior distributions. As an
example, we show in figure 7 the hybrid-basis posterior and its low-k and high-k components
in the full-sky case. The results are marginalised over 24 mock catalogues with fNL = 0 by
taking the average of the logarithmic posterior distributions. The different orientations of
the low-k and high-k posterior contours are mainly due to the different wave number ranges
rather than differences in the spherical Fourier and Cartesian power spectrum analyses.
In figure 8, we present the full-sky joint parameter constraints on (fNL , b1 ) marginalised
over the 24 mock catalogues with fNL = 0 and 20 mock catalogues with fNL = 100. The
results from the hybrid-basis and Cartesian power spectrum likelihoods are in good agreement.
Similarly, in figure 9, constraints are shown for the same mock catalogues in the partial-sky
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Figure 8. Posterior constraints on (fNL , b1 ) from the hybrid-basis and Cartesian power spectrum
likelihood analyses of halo mock catalogues with fNL = 0 (left column) and fNL = 100 (right column) in
the full-sky set-up. In the main panels, 1-σ and 2-σ credible regions of the joint posterior distribution
are shown by the shaded contours, and the vertical dotted lines mark the true fNL values. The top
and side panels show the marginal posterior distributions for fNL and b1 respectively, with the shaded
regions showing the 1-σ credible interval. Hybrid-basis analysis results are coloured in blue and marked
by solid lines, whereas Cartesian power spectrum analysis results are coloured in red and marked by
dashed lines.

set-up with the BOSS-like angular mask and the radial selection cut. As above, results
from the hybrid-basis and Cartesian power spectrum analyses are statistically consistent. To
compare the best-fitting parameters from the different posterior distributions, we tabulate in
table 1 the posterior median estimates for fNL and b1 with uncertainties given by the 68 %
credible intervals of their marginal posterior distributions. Finally, in figures 10 and 11, we
directly compare the window-convolved models of the power spectrum monopole inferred from
the posterior distributions in the hybrid-basis and Cartesian power spectrum analyses with
the measurements averaged over the different sets of mock catalogues. In both the full-sky
and partial-sky set-ups, the recovered models from both analyses are in good agreement with
the measurements, with the 1-σ credible intervals of the inferred models comparable to the
measurement uncertainties given by the estimated covariance matrix. However, it is worth
noting that the measurement uncertainties are derived under the assumption that the power
spectrum data follow the multivariate normal distribution, whereas the credible intervals of
the inferred models are obtained from the non-Gaussian posterior distributions of fNL and b1 .

7

Discussion

With access to huge cosmic volumes, future galaxy redshift surveys have the potential to
probe cosmological physics close to the horizon scale. On such large scales, upcoming missions
such as DESI and Euclid are forecast to constrain local PNG with uncertainties σfNL ' 5
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Figure 9. Posterior constraints on (fNL , b1 ) from the hybrid-basis and Cartesian power spectrum
likelihood analyses of halo mock catalogues with fNL = 0 (left column) and fNL = 100 (right column)
in the partial-sky set-up. In the main panels, 1-σ and 2-σ credible regions of the joint posterior
distribution are shown by the shaded contours, and the vertical dotted lines mark the true fNL values.
The top and side panels show the marginal posterior distributions for fNL and b1 respectively, with
the shaded regions showing the 1-σ credible interval. Hybrid-basis analysis results are coloured in blue
and marked by solid lines, whereas Cartesian power spectrum analysis results are coloured in red and
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Table 1. Posterior median estimates of fNL and b1 from the hybrid-basis and Cartesian power
spectrum likelihood analyses in the full-sky and partial-sky set-ups, marginalised over halo mock
catalogues with fNL = 0 and fNL = 100. Uncertainties for both parameters correspond to the 68 %
credible interval of the marginal posterior distribution.

Mock catalogues

Full sky

Partial sky

Posterior median estimates of (fNL , b1 )
Hybrid-basis analysis

fNL = 0



fNL = 100



fNL = 0



fNL = 100



+0.08
18+53
−44 , 3.51−0.08

Cartesian power spectrum analysis













+0.09
117+63
−54 , 3.46−0.09
+0.20
11+146
−112 , 3.50−0.20



+0.20
111+158
−120 , 3.46−0.20
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+0.08
6+51
−43 , 3.52−0.08



+0.08
89+57
−45 , 3.48−0.08

+0.22
−40+136
−122 , 3.54−0.20



+0.20
62+134
−124 , 3.50−0.18
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Figure 10. Comparison of the convolved power spectrum monopole model Pr0 (k) inferred from the
joint posterior distribution of (fNL , b1 ) with the measurements averaged from halo mock catalogues
with fNL = 0 (left column) and fNL = 100 (right column) in the full-sky set-up. Measurement
uncertainties are obtained from the estimated covariance matrix and the shaded regions show the 68 %
credible interval of the inferred models from the hybrid-basis likelihood (dashed blue lines) and the
Cartesian-basis power spectrum likelihood (dotted red lines).
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Figure 11. Comparison of the convolved power spectrum monopole model Pr0 (k) inferred from the
joint posterior distribution of (fNL , b1 ) with the measurements averaged from halo mock catalogues
with fNL = 0 (left column) and fNL = 100 (right column) in the partial-sky set-up. Measurement
uncertainties are obtained from the estimated covariance matrix and the shaded regions show the 68 %
credible interval of the inferred models from the hybrid-basis likelihood (dashed blue lines) and the
Cartesian-basis power spectrum likelihood (dotted red lines).
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competitive to the Planck result, and relativistic effects in galaxy clustering can also be
possibly detected [94–97]. However, various large-scale survey systemics, if unaccounted for
in the likelihood analysis, threaten to degrade or bias these parameter constraints.
In this work, we have reviewed redshift-space galaxy clustering that is commonly modelled
by the anisotropic power spectrum P (k, µ) or the equivalent Legendre multipoles P` (k) derived
in the distant-observer and global plane-parallel approximations with a fixed line of sight n̂.
In practice, the line of sight n̂ varies across the survey volume, so the power spectrum
multipoles are commonly estimated with the FFT-based Yamamoto estimator Pp` (k) derived
in the local plane-parallel approximation. The discrepancy between the global plane-parallel
prediction and the local plane-parallel estimator is known as the wide-angle effect, which
makes a significant contribution to systematic errors on large scales when coupled with the
survey window function. Although wide-angle corrections have recently been derived, at a
more fundamental level, the standard power spectrum analysis is based on Fourier modes
decomposed in the plane-wave basis, which forces the spherical geometry of survey observations
to align with a Cartesian coordinate system.
A more natural description of redshift-space galaxy clustering on large scales is the
spherical Fourier analysis based on the discrete SFB clustering modes Dµ , since many of the
physical and observational effects affect clustering measurements parallel and transverse to
the line of sight differently. In this work, we have extended previous works by refs. [34, 35, 47]
to coherently include the AP effect, redshift evolution and scale-dependent galaxy bias on
linear scales; further extensions to our model, such as the inclusion of relativistic corrections
and scale-dependent linear growth rate in modified gravity theories, should be reasonably
straightforward. Although the spherical Fourier analysis offers many advantages such as a
clear separation between radial and angular components as well as being fully 3-dimensional
(i.e. no tomographic binning in redshift z) as discussed in section 4.3, it is computationally
expensive especially when confronted with huge data sets from future surveys and harder to
relate to current models of non-linear galaxy clustering.
Inspired by the hybrid estimator approach used in CMB studies [53, 54, 56–58], we have
proposed in this work an analogous hybrid-basis approach to analysing LSS observations:
below some hybridisation wave number khyb chosen for a survey, anisotropic galaxy clustering
can be accurately described by a spherical Fourier analysis using SFB modes; above khyb , we
switch to the Cartesian power spectrum analysis. This approach has some major benefits: no
geometric approximations are needed on large scales where a small number of clustering modes
can be particularly affected by the survey geometry, and the likelihood directly constructed
from SFB modes is exactly Gaussian with an analytically tractable covariance matrix; on
smaller scales, the large number of clustering modes can be compressed into power spectrum
multipoles, which are computationally fast to evaluate with FFTs and can be related to nonlinear galaxy clustering models (e.g. the TNS model for RSDs [19]), while the likelihood is now
well approximated by a multivariate normal distribution thanks to the central limit theorem.
As a first step in demonstrating the applicability of the hybrid-basis approach, we have
analysed real-space clustering statistics of halo mock catalogues from a series of N -body
simulations with both Gaussian and non-Gaussian initial conditions. By performing likelihood
analysis on the local PNG parameter fNL and the scale-independent halo bias b1 , we have
found that the hybrid-basis approach yields statistically very consistent results with those
from the Cartesian power spectrum analysis. We expect that, when applied to more realistic
scenarios that include RSD and light-cone effects, the hybrid-basis approach will outperform
the standard analysis for multiple reasons: first, it is in the presence of anisotropic clustering
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around the line of sight that the plane-parallel approximations start to break down, unless
one corrects for wide-angle effects; secondly, when the clustering measurements span a wide
redshift range, the tomographic analysis of power spectrum in different redshift bins is
less optimal than the fully 3-dimensional spherical Fourier analysis; thirdly, the spherical
Fourier analysis is better suited for treating angular systematics in future wide surveys. In
forthcoming works, we shall extensively test the hybrid-basis approach with data sets that
include these additional effects; in these more complex scenarios, we will also consider the
sensitivity of hybrid-basis analysis to the hybridisation scale khyb , and whether the low-k
and high-k components can still be treated as effectively independent in the hybrid-basis
likelihood and, if not, how they can be appropriately combined. In addition, ref. [98] has
recently proposed a modified spherical Fourier–Bessel basis that is tailored for even more
realistic survey geometries such as a spherical shell or cap, which could also be implemented
in the hybrid-basis framework.
To serve further works in the future, we have released our public code harmonia
(online link in footnote 9) as a Python package designed for both handling catalogue data
and modelling clustering statistics in both spherical and Cartesian Fourier bases. Optimal
weighting schemes for the spherical Fourier analysis [e.g. 35], though not covered in this
work, can be readily implemented using the code. In the future, we will also consider more
sophisticated algorithms that can accelerate the SFB transform [e.g. 42].
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A

Computational complexity of the spherical Fourier analysis

To determine how many discrete SFB modes up to some maximum wave number kmax are
present in a survey volume with boundary radius R, we need to know the number of positive
zeros u`n of the spherical Bessel function j` that satisfy u`n 6 kmax R (see eq. 4.2). Using the
asymptotic expansion u`1 ∼ ` as ` → ∞, we estimate the maximum spherical degree to be
`max ' kmax R .

– 29 –

(A.1)

By considering another asymptotic expansion u`n ∼ (n + `/2 − 1/4 )π for a fixed spherical
degree ` as n → ∞ [100], we can estimate the maximum spherical depth by
nmax,` '

kmax R ` 1
kmax R 1
− + 6
+ .
π
2 4
π
4

(A.2)

Since for each spherical degree ` there are (2` + 1) equivalent spherical orders m = −`, . . . , `,
the total number of SFB modes is bounded above by
Nmode =

`X
max

(2` + 1)nmax,` 6

`=0



kmax R 1
(kmax R)3
(kmax R + 1)2 ∼
+
,
π
4
π


(A.3)

but this bound is in general far from being saturated.
For spherical Fourier transforms of the survey and synthetic catalogues, if we construct
the SFB modes by direct summation (eq. 5.1), the number of computations is simply (1 +
α−1 )Ng Nmode where each unit of computation is an evaluation of the spherical Bessel and
harmonic functions. The calculation of the spherical couplings (eq. 4.13) is more laborious:
the number of angular coupling coefficients is


`X
max



2

(2` + 1) ∼ (kmax R)4 ,

(A.4)

`=0

but this can be reduced by employing symmetry relations between the spherical harmonics;
on the other hand, for both radial and RSD couplings, the number of coupling coefficients is


`X
max



2




kmax R 1 2 (kmax R)4

+
∼
,
nmax,`
6 (`max + 1)
2

π

`=0

4

π

(A.5)

and the number of shot noise integrals (eq. 4.18) is similar. Finally, the infinite series (4.17)
requires at least Nmode terms for convergence, each of which is itself a product of the spherical
coupling coefficients and the linear matter power spectrum.
Although the computational cost of angular coupling coefficients Mµν seems to be the
highest, like shot noise they are independent of cosmology and thus need to be calculated
only once for a given survey. In contrast, the radial and RSD couplings can change with the
cosmological model if redshift evolution is to be taken into account, so their evaluations are
likely to be the most expensive steps in a full likelihood analysis.
In this work, the maximum wave number for the spherical Fourier analysis is set to
khyb = 0.04 h Mpc−1 and there are 456 SFB modes in total with `max = 15. On a single
processor core, the computation time of each SFB mode Dµ by direct summation is about
7 × 10−5 s per halo in our mock catalogues, or order of a day per mode for all galaxies in a
DESI-like survey. The spherical coupling coefficients need to be computed once only for wave
numbers up to ktrunc = 0.055 h Mpc−1 (see discussions in sections 5 and 6.1), since we fix the
fiducial background cosmology; this takes about half an hour on 100 processor cores, and
almost all the time is spent on the angular coupling coefficients Mµν (eq. 4.13a) evaluated using
the HEALPix pixelation scheme with Nside = 256. A single evaluation of the spherical-basis
likelihood (5.2) takes just under a minute for the partial-sky set-up in section 6.28 If we were
28

For the full-sky set-up where a number of simplifications can be made (see section 4.3), the covariance
matrix C is diagonal, so the spherical-basis likelihood (5.2) can be evaluated much faster.
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to extend to khyb = 0.05 h Mpc−1 , there would be 978 SFB modes with `max = 20; the total
computation time of both SFB modes and angular coupling coefficients would roughly double.
Note that these figures are for reference only: more sophisticated numerical algorithms exist
and can be incorporated in future work, as mentioned in section 7, and implementation in
different programming languages can also result in different computation times.

B

Data compression in the spherical Fourier analysis

Because of the high computational cost associated with the spherical Fourier analysis, previous
applications to galaxy survey catalogues [e.g. 38, 41] had to adopt data compression techniques,
such as the Karhunen–Loève transform which constructs optimal linear combinations of
spherical clustering modes [101], to make the analysis feasible. Indeed, the need for data
compression is not only out of consideration for computational costs, but also for numerical
stability. In this appendix, we consider a simple data compression method that deals with
the latter problem.
In section 5, we have noted the issue that when dimensions of a matrix C ∈ CNd ×Nd are
sufficiently large (Nd  1), matrix inversion may not be numerically stable — since one cannot
determine the elements of C arbitrarily precisely, small perturbations to C can lead to spurious
results for C−1 . If C is a covariance matrix which must be positive-definite, the inversion
procedure can introduce negative eigenvalues in C−1 unless it happens to be diagonal. This
can affect both likelihood calculations as well as Fisher forecasts for cosmological parameters,
as noted by ref. [38, 41, 102]. At the root of this phenomenon is the condition number %(C),
which gauges the sensitivity of precision in numerically inverted C−1 to perturbations in the
elements of C; for a covariance matrix, it is given by [103]
%(C) =

λ1
,
λNd

(B.1)

where λ1 > · · · > λNd > 0 are its eigenvalues arranged in descending order.
For the covariance matrix C of the SFB modes, its eigenvalues λi are typically of similar
orders of magnitudes when C is close to being diagonal, as they are related to the power
spectrum (eq. 4.19). However, when the SFB modes become correlated because of the spherical
couplings coefficients, C is not diagonal and some eigenvalues are repelled towards zero which
can become unstable upon matrix inversion. This hints at a solution based on the principal
component analysis (PCA), where combinations of SFB modes corresponding to smaller
eigenvalues are considered to have less cosmological information and thus discarded.
A practical method for data compression is proposed as follows. We first consider the
covariance matrix C(θfid ) evaluated at fiducial cosmological parameters, with its eigenvalue–
eigenvector pairs (λj , ej ) arranged in descending order by eigenvalue. Next, we set an
acceptable condition number %, and find the smallest eigenvalue λj = λJ such that λ1 /λj 6 %.
We can then define the fixed compression matrix
R = (e|1 , . . . , e|J ) ∈ CJ×Nd ,

(B.2)

which satisfies the orthonormality condition RR| = I. Finally, we replace D 7→ RD and
C(θ) 7→ RC(θ)R| in the spherical-basis likelihood (5.2).
As an example, we consider the hybrid-basis likelihood analysis with Nd = 456 SFB
modes for the partial-sky set-up in section 6.2. The sky fraction is fsky ≈ 0.2 and together
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Figure 12. Variable condition number λj /λ1 of the spherical-basis covariance matrix as a function
of the index j for eigenvalues λj arranged in descending order. In the top panel, λj /λ1 is shown for
eigenvalues of the fiducial covariance matrix Cfid with fNL = 0 (solid black line) as well as covariance
matrices C with fNL = ±100 (dashed red line and dotted blue line respectively). In the bottom panel,
the relative shift ∆λj in each eigenvalue compared to λfid
j of the fiducial covariance matrix Cfid is
shown. Note the sign change in eigenvalues around j = 305.

with the radial selection cut, the catalogue volume is only about 18 % of the full-sky comoving
sphere. Heuristically, the effective number of SFB modes is roughly 18 % × Nd ≈ 82, so we
have kept only 80 modes after data compression, corresponding to a conservative condition
number % ≈ 50. In figure 12, we show the quantity λ1 /λj for all Nd = 456 eigenvalues λj
of the fiducial spherical-basis covariance matrix Cfid with fNL = 0. It is evident that there
are many positive eigenvalues λj which are orders of magnitude smaller than the largest
eigenvalue λ1 , and almost a third of all eigenvalues are negative. We also check whether
the eigenvalue composition alters significantly if a different covariance matrix C, e.g. with
fNL = ±100, is considered. The same figure shows that indeed the corresponding eigenvalues
do not change very much except for the largest few and at the location where λj switches
sign; the number of negative eigenvalues remains almost the same. This suggests that our
data compression method to stabilise the covariance matrix is robust.
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